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Abstract
Geo-textual indices play an important role in spatial keyword 
querying. The existing geo-textual indices have not been compared 
systematically under the same experimental framework. This 
makes it difficult to determine which indexing technique best 
supports specific functionality. We provide an all-around survey 
of 12 state-of-the-art geo-textual indices. This work presents 
a novel index structure, MHR tree, for efficiently answering 
approximate string match queries in large spatial databases. 
The MHR-tree is based on the R-tree augmented with the min-
wise signature and the linear hashing technique. The min-wise 
signature for an index node u keeps a concise representation of 
the union of q-grams from strings under the sub-tree of u. We 
analyze the pruning functionality of such signatures based on 
set resemblance between the query string and the q-grams from 
the sub-trees of index nodes. MHR-tree supports a wide range of 
query predicates efficiently, including range and nearest neighbor 
queries. We also discuss how to estimate range query selectivity 
accurately. We present a novel adaptive algorithm for finding 
balanced partitions using both the spatial and string information 
stored in the tree. Extensive experiments on large real data sets 
demonstrate the efficiency and effectiveness of our approach. 
And also we propose a benchmark that enables the comparison 
of the spatial keyword query performance. We also report on the 
findings obtained when applying the bench- mark to the indices, 
thus uncovering new insights that may guide index selection as 
well as further research.
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I. Introduction
With the proliferation of online objects with both an associated 
geo-location and a text description, the web is acquiring a spatial 
dimension. Specifically, web users and content are increasingly 
being geo-positioned and geo-coded. At the same time, textual 
descriptions of points of interest, e.g., cafes and tourist attractions, 
are increasingly becoming available on the web. This development 
calls for techniques that enable the indexing of data that contains 
both text descriptions and geo-locations in order to support the 
efficient processing of spatial keyword queries that take a geo-
location and a set of keywords as arguments and return relevant 
content that matches the arguments [1].
Spatial keyword queries are being supported in real-life applications, 
such as Google Maps where points of interest can be retrieved, 
Foursquare where geo-tagged documents can be retrieved, and 
Twitter where tweets can be retrieved. Spatial keyword querying 
is also receiving increasing interest in the research community 
where a range of techniques have been proposed for efficiently 
processing spatial keyword queries. Three types of spatial keyword 
queries are receiving particular attention, namely the Boolean 
kNN query, the top-k kNN query, and the Boolean range query. 
We proceed to illustrate them with examples.

A. Boolean kNN Query
“Retrieve the k objects nearest to the user’s current location 
(represented by a point) such that each object’s text description 
contains the keywords tasty,pizza, and cappuccino.”

B. Top-k kNN Query
“Retrieve the k objects with the highest ranking scores, measured 
as a combination of their distance to the query location (a point) 
and the relevance of their text description to the query keywords 
tasty, pizza, and cappuccino”.

C. Boolean Range Query
“Retrieve all objects whose text description contains the keywords 
tasty, pizza, and cappuccino and whose location is within 10 km 
of the query location”.
Keyword search over a large amount of data is an important 
operation in a wide range of domains [2]. Felipe et al. has recently 
extended its study to spatial databases [3], where keyword 
search becomes a fundamental building block for an increasing 
number of practical, real-world applications, and proposed the 
IR2-Tree. A major limitation of the IR2-Tree is that it only 
supports efficient keyword search with exact matches. In reality, 
for many scenarios, keyword search for retrieving approximate 
string matches is required [4-11]. Since exact string match is a 
special case of approximate string match, it is clear that keyword 
search by approximate string matches has a much larger pool of 
applications. Approximate string search could be necessary when 
users have a fuzzy search condition or simply a spelling error when 
submitting the query, or the strings in the database contain some 
degree of uncertainty or error. In the context of spatial databases 
approximate string search could be combined with any type of 
spatial queries, including range and nearest neighbor queries. An 
example for the approximate string match range query is shown 
in fig. 1, depicting a common scenario in location-based services: 
find all objects within a spatial range r that have a description that 
is similar to “theatre”. Similar examples could be constructed for 
k nearest neighbor (kNN) queries. We refer to these queries as 
Spatial Approximate String (SAS) queries.

Fig. 1: Approximate String Search With a Range Query

A straightforward solution to any SAS query is to simply use any 
existing techniques for answering the spatial component of a SAS 
query and verify the approximate string match predicate either in 
a post-processing step or on the intermediate results of the spatial 
search. This means that for a SAS range query with a query range 
r and a query string σ over a spatial data set P, one could use an 
R-tree to index points in P and find all points Ac that fall into range 
r. Finally, for each point from Ac the similarity of its associated 
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string will be compared against σ. Similarly, in a SAS kNN query 
with a query point t and a query string σ, one could use the same 
R-tree index and apply the normal kNN search algorithm w.r.t. 
t, then evaluate the similarity between the query string σ and the 
candidate nearest neighbors encountered during the search. The 
search terminates when k points with strings that satisfy the string 
similarity requirement have been retrieved. We generally refer to 
these approaches as the R-tree solution. Another straightforward 
solution is to build a string matching index and evaluate the string 
predicate first, completely ignoring the spatial component of the 
query. After all similar strings are retrieved; points that do not 
satisfy the spatial predicate are pruned in a post-processing step. 
We refer to this solution as the string index approach.

II. THE MHR-TREE
Suppose the disk block size is B. The R-tree [12] and its variants 
(R∗-tree in particular [13]) share a similar principle. They first 
group ≤ B points that are in spatial proximity with each other 
into a minimum bounding rectangle (MBR); these points will be 
stored in a leaf node. The process is repeated until all points in P 
are assigned into MBRs and the leaf level of the tree is completed. 
The resulting leaf node MBRs are then further grouped together 
recursively till there is only one MBR left. Each node u in the 
R-tree is associated with the MBR enclosing all the points stored 
in its sub-tree, denoted by MBR (u). Each internal node also 
stores the MBRs of all its children. An example of an R-tree is 
illustrated in fig. 2.

Fig. 2: The R-Tree

For a range query r, we start from the root and check the MBR of 
each of its children, then recursively visit any node u whose MBR 
intersects or falls inside r. When a leaf node is reached, all the 
points that are inside r are returned. A kNN query t is answered 
by either the depth-first [14] or the best-first [15] approach. These 
algorithms follow the branch and bound principle [12-13]. The 
Min Dist metric between MBR(u) and t (the minimum possible 
distance from any objects inside u to t) is used to maintain a min 
priority queue to organize the search order among R-tree nodes 
[15]. To incorporate the pruning power of edit distances into the 
R-tree, we can utilize the result from Lemma 1. The intuition is 
that if we store the q-grams for all strings in a sub-tree rooted at 
an R-tree node u, denoted as Gu, given a query string σ, we can 
extract the query q-grams Gσ and check the size of the intersection 
between Gu and Gσ, i.e., |Gu ∩ Gσ|. Then we can possibly prune 
node u by Lemma 1, even if u does intersect with the query range 
r or it needs to be explored based on the MinDist metric for the 
kNN query. III. Geo-textual Indices

IF-R* and R*-IF The R-tree is arguably the dominant index for 
spatial queries, and the inverted file is the most efficient index 
for text information retrieval. Inverted file-R*-tree (IF-R*) and 
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R*- tree-inverted file (R*-IF) [16] are two geo-textual indices 
that loosely combine the R*-tree and inverted file. The R*-IF is a 
spatial-first index. An R*-tree is first built for indexing all objects 
in D without considering their text components. Next, for each 
leaf node of the R*-tree, an inverted file is created for indexing 
the text components of the objects contained in the leaf node. Note 
that the inverted file is not stored inside a leaf node.

Fig. 3: Inverted file Under Leaf Node R1 and R2

Fig. 3 illustrates the inverted files for leaf nodes R1 and R2. The 
IF-R*, a text-first geo-textual index, is the counterpart of R*-IF. 
For each distinct term t in D, a separate R*-tree is built for the 
objects in D containing term t. Fig. 4 illustrates the structure of 
IF-R* (R*-tree for the term expensive). Both of them are proposed 
for tackling the problem of retrieving web documents relevant to a 
keyword query within a pre-specified spatial region, i.e., the BRQ. 
At query time, for the R*-IF, a set of leaf nodes that intersect with 
the query region is retrieved first. Then, objects whose documents 
contain query keywords are returned as the result. For the IF-R*, 
all the R*-trees corresponding to the query keywords need to be 
accessed. It is shown [16] that the IF-R* outperforms the R*-IF 
for the BRQ. Hence we only evaluate the performance of the 
IF-R*. Additionally, we also employ the IF-R* for processing the 
BkQ using the extended algorithm [17]. However, there exists 
no sensible way to use the two indices for the TkQ. KR*-Tree 
Hariharan et al. [18] proposed the KR*-tree (Keyword R*-tree). 
Each node of the KR*-tree is virtually augmented with the set 
of keywords that appear in the sub-tree rooted at the node. The 
nodes of the KR*-tree are organized into inverted lists as are the 
objects. This may help prune the tree nodes under which objects 
do not contain query keywords in query processing stage. Figure 5 
shows the content of the KR*-tree list generated from the example 
dataset. The KR*-tree is proposed for processing the BRQ. The 
KR*- tree based query processing algorithm first finds the set of 
nodes that contain the query keywords. The resulting set then 
serves as the candidate pool for subsequent search. We also use the 
KR*- tree to process the BkQ. However, we do not see a sensible 
way to apply this index structure for processing the TkQ. IR2-Tree 
Felipe et al. [19] proposed an index structure called IR2- tree, 
which integrates signature file into each node of the R-tree. The 
signature file, in the form of bitmap, is stored for each node of 
the IR2-tree, and thus the fanout of the tree is dependent on the 
length of signature file. The signature file of a node is the union 
of all signatures of its entries, each representing a child node, 
and it summarizes the presence of terms in the objects rooted at 
the node. The IR2-tree can be used for processing the BkQ and 
BRQ. However, since the signature files do not have the frequency 
information, it cannot be used to process the TkQ Hybrid Spatial-
Keyword Indexing (SKI) Cary et al. [20] proposed SKI, which 

uses the R-tree and bitmaps to store spatial and text information 
respectively. An extended R-tree is used to organize the spatial 
information. The parent node of a leaf node is called a super node 
in the extended R-tree. Each non-leaf node is augmented with a 
range of the ids of the super nodes under the non-leaf node. Each 
super node is associated with a bitmap version of inverted file. 
Specifically, each term has a bitmap whose bit corresponds to an 
object under the super node and is set to 1 if the object contains 
the term. The SKI shares certain similarity to the R*-IF. However, 
the SKI uses bitmap version of inverted file rather than a normal 
inverted file. To illustrate the structure of SKI, we give the term 
bitmaps on super node R5 in Figure 6. SKI can be used for the 
BkQ and BRQ. IR-tree index and its variants The IR-tree [21, 
17] augment each node of the R-tree with a summary of the text 
content of the objects in the corresponding sub-tree. Specifically, 
each node contains a pointer to an inverted file that describes the 
objects in the sub-tree rooted at the node. The inverted file for a 
node X contains: 1) A vocabulary of all distinct terms in the text 
descriptions of the objects in the sub-tree rooted at X. 2) A set of 
posting lists, each of which relates to a term t. Each posting list 
is a sequence of pairs ⟨cp, wtcp ,t⟩, where cp is a child of X and 
wtcp,t is the upper bound text relevance score of objects in the 
sub-tree rooted at cp for term t. The IR-tree supports all the three 
types of queries, namely, BRQ, BkQ and TkQ.

IV. Other Issues

A. Multiple Strings
In the general case, points in the data set P and the query may 
contain multiple strings. Extending our techniques to handle this 
case is straightforward. For a data point with multiple strings, we 
simply build one min-wise signature for each string and take the 
union of these signatures when computing the signature for the leaf 
node containing this point. For a query with multiple strings and 
corresponding thresholds, we simply apply the pruning discussed 
in Algorithm 2 for each query string on every index node. As soon 
as there is one string that does not satisfy the pruning test, the 
corresponding node can be pruned. Another interesting problem is 
to define the string query component for a SAS query using more 
general conjunction/ disjunction semantics. A simple solution is to 
check each query string against the pruning condition as specified 
in Algorithm 2 and combine the results of these individual tests 
depending on the logical expression specified by the query.

B. Other Spatial Query Types
Our query processing technique is flexible enough to be adapted to 
work with other spatial query types, for example, reverse nearest 
neighbor queries and skyline queries. On the other hand, our query 
selectivity techniques are designed specifically for range queries. 
Generalizing our partitioning technique to other spatial query 
types with approximate string matches may require leveraging 
different insights, specific to those query types.

C. Updates
Coupling the R-tree nodes with the min-wise signatures in the 
MHR-tree complicates dynamic updates. To support dynamic 
updates one needs to do the following. For the insertion of a new 
object, we follow the R-tree insertion algorithm, then, compute the 
signature for the newly inserted point and union its signature with 
the signature for the leaf node that contains it, by taking the smaller 
value for each position in the two signatures. The propagation stops 
when the values of the signature on the affected positions from 
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the children node are no longer smaller than the corresponding 
elements for the signature of the parent. On the other hand, deletion 
is a bit more involved. If some positions in the signature of the 
deleted point have the same values as the corresponding positions 
in the signature of the leaf node that contains the point, then we 
need to find the new values for these positions, by taking the 
smallest values from the corresponding positions of the signatures 
of all points inside this node. These updates may propagate further 
up in the tree and a similar procedure is needed as that in the 
insertion case. It is important to note here that the addition of the 
min-wise signatures does not affect the update performance of the 
Rtree since signature updates never result in structural updates. 
Hence, the update properties and performance of the MHRtree 
is exactly the same as that of the R-tree.

V. Related Work
The IR2-tree was proposed in where the focus is to perform exact 
keyword search with kNN queries in spatial databases. The IR2-
tree cannot support approximate string searches, neither range 
queries nor their selectivity estimation was addressed therein. 
Another relevant study appears in where ranking queries that 
combine both the spatial and text relevance to the query object 
was investigated. Approximate string search has been extensively 
studied in the literature. These works generally assume a similarity 
function to quantify the closeness between two strings. There are 
a variety of these functions such as edit distance and Jaccard. 
Many approaches leverage the concept of q-grams. Our main 
pruning lemma is based upon a direct extension of q-gram based 
pruning for edit distance that has been used extensively in the 
field .Improvements to the q-grams based pruning has also been 
proposed, such as v-grams, where instead of having a fixed length 
for all grams variable length grams were introduced, or the two-
level q-gram inverted index . Another well-explored topic is 
the selectivity estimation of approximate string queries Most of 
these works use the edit distance metric and q-grams to estimate 
selectivity. In particular, our selectivity estimation builds on the 
VSol estimator proposed. Other work uses clustering. Finally, 
special treatment was provided for selectivity of approximate 
string queries with small edit distance and substring selectivity 
estimation was examined. Our effort in dealing with selectivity 
estimation for the SAS range query is also related to the problem 
of selectivity estimation for spatial range queries. Typically, 
histograms and partitioning based methods are used. Our approach 
is based on similar principles but we also take into account the 
string information and integrate the spatial partitioning with the 
knowledge of string distribution.

VI. Conclution
This paper presents a comprehensive study for spatial approximate 
string queries. Using edit distance as the similarity measurement, 
we design the MHR-tree that embeds the minwise signatures for 
the q-grams of the sub-trees into the index nodes of the R-tree. 
The MHR-tree supports both range and NN queries effectively. 
We also address the problem of query selectivity estimation for 
SAS range queries. Interesting future work includes examining 
spatial approximate sub-string queries, and designing methods 
that are more update-friendly. And also the R-tree page size for 
all R-tree based indices is experimentally shown to be a factor 
that makes a great difference on query performance.
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