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Abstract
Dynamic queries are a novel approach to information seeking that 
may enable users to cope with information overload.  They allow 
users to see an overview of the database, rapidly (100 msec updates) 
explore and conveniently filter out unwanted information.  Users 
fly through information spaces by incrementally adjusting a query 
(with sliders, buttons, and other filters) while continuously viewing 
the changing results.  Dynamic queries on the chemical table of 
elements, computer directories, and a real estate database were 
built and tested in three separate exploratory experiments.  These 
results show statistically significant performance improvements 
and user enthusiasm more commonly seen with video games.  
Widespread application seems possible but research issues 
remain in database and display algorithms, and user interface 
design.  Challenges include methods for rapidly displaying and 
changing many points, colors, and areas; multi-dimensional 
pointing; incorporation of sound and visual display techniques 
that increase user comprehension; and integration with existing 
database systems.
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I. Introduction
Data-intensive applications often dynamically construct database 
query strings and execute them. For example, a typical Java servlet 
web service constructs SQL query strings and dispatches them over 
a JDBC connector to an SQL-compliant database. In this examples 
scenario, the Java servlet program generates and manipulates SQL 
queries as string data. Here, we refer to Java as the meta-language 
used to manipulate object-language programs in SQL. We use 
concrete example (see below) throughout the paper to explain our 
analysis technique. Consider a frontend Java servlet for a grocery 
store, with an SQL-driven database back-end. The database has a 
table INVENTORY, containing a list of all items in the store. This 
table has three columns: RETAIL, WHOLESALE, and TYPE, 
among others. The RETAIL and WHOLESALE columns are 
both of type integers, indicating their respective costs incents 
The TYPE column is an integer, representing the product type-
codes of the items in the table. In the grocery store database, there 
is another table TYPES used to look up type-codes. This table 
contains the columns TYPECODE, TYPE DESC, and NAME, 
of the types integer, varchar (a string), and varchar, respectively. 
The following example code fragment illustrates some common 
errors that programmers might make when programming Java 
servlet applications:
Result Set gets Perishable Prices (String lower Bound) {
String query = “SELECT ’$’ || “+ “(RETAIL/100) FROM 
INVENTORY “+ “WHERE “;
if (lower Bound != null) {query += “WHOLESALE > “ + lower 
Bound + “ AND “;
}
query += “TYPE IN (“ + getPerishableTypeCode()

+ “);”;
return statement.executeQuery(query);
}
String getPerishableTypeCode(){
return “SELECT TYPECODE, TYPEDESC FROM TYPES “ + 
“WHERE NAME = ’fish’ OR NAME = ’meat’”; 
}
The method get Perishable Prices constructs the string query to 
hold an SQL SELECT statement to return the prices of all the 
perishable items, and executes the query. It uses the string returned 
by the method get Perishable-Type Code as a sub-query. In the 
code,||is the concatenation operator, and the clause TYPE IN (...) 
checks whether the type-code TYPE matches any of the type-
codes of the perishable items. If lower bound is “595”then the 
query to be executed is:
SELECT ’$’ || (RETAIL/100) FROM INVENTORY
WHERE WHOLESALE> 595 AND TYPE IN
(SELECT TYPECODE, TYPE DESC FROM TYPES
WHERE NAME = ’fish’ OR NAME = ’meat’);
Several different run time errors can a rise with this example. 
We list them below; note that none of these would be caught by 
Java’s type system:

Error
(1). the expression’$’ || (RETAIL/100) concatenates the character 
’$’with the result of the numeric expression RETAIL/100. While 
some database systems will implicitly type-cast the numeric result 
to a string, many do not, and will issue a runtime error.

Error
(2). Consider the expression WHOLESALE >
Lower Bound The variable lower Bound is declared as a string, 
and the WHOLESALE column is of type integer. As long as 
lower Bound is indeed a string representing a number, there are 
no type errors. However, this is risky: nothing (certainly not the 
Java type system it-self) keeps the string variable lower Bound 
from containing non-numeric characters.

Error
(3). the string returned by the method get-Perishable Type Code 
() constitutes a sub-query that selects two columns from the table 
TYPES. Because the IN clause of SQL supports only sub queries 
returning a single column (in this context), a runtime error would 
arise. This can happen if the method get Perishable Type-Code () 
did return a single column before, but was in advertently changed 
to return two columns. 
This specific combination of Java as the meta-language and 
SQL as the object-language is widely used today. The databases 
receiving these constructed SQL queries certainly perform syntax 
and semantic checking of the queries. But because these queries 
are dynamically generated, errors are only discovered at runtime. 
It would be desirable to catch these errors statically in the source 
code.
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In this paper, we present static analysis to flag potential errors or 
guarantee their absence in dynamically generated SQL queries. 
Our approach is based on combination of automata-theoretic 
techniques [9], and a variant of the Context Free Language (CFL) 
reach ability problem [14-15].
As a first step, our analysis build sup on a static string analysis 
to build a conservative representation of the generated query 
strings as a finite-state automat on. Then, we statically check the 
finite-state automat on with a modified version of the context-
free language reach ability algorithm. Our analysis is sound in 
the sense that if it does not find any errors, then such errors do 
not occur at runtime. We have implemented the analysis and 
tested our tool on realistic programs using JDBC, including 
senior software-engineering student-team projects, online tutorial 
examples, and a real-world purchase order system written by one 
of the authors. Our tool is able to detect some known and UN 
known errors in these programs. Although it has not been tuned 
for performance, the analysis finishes in a few minutes on all test 
programs. Furthermore, our analysis empirically appears quite 
precise, with a low false-positive error rate.

II. Querying the Database Fragment of RDF
We are now ready to set the stage for our main algorithmic 
contributions. We introduce our database fragment of RDF in 
Section II.A, and then state an important result on answering BGP 
queries within the DB fragment in Section II.B.

A. The DB fragment of RDF
We define a restriction of Resource Description Framework (RDF) 
that we call its database (DB) fragment, aiming simultaneously 
at an expressive fragment, and at one for which saturation- 
and reformulation-based query answering can be efficiently 
implemented on top of any conjunctive query evaluation engine, 
be it an RDBMS or a reasoning-agnostic RDF engine. This DB 
fragment is obtained by:

Restricting RDF entailment to the rules dedicated to RDF • 
Schema only (a.k.a. RDFS entailment). while the others 
derive tautologies (e.g., , a class is a subclass of itself etc.) 
and can be found in our technical report [6];
Not restricting graphs in any way. In other words, any triple • 
allowed by the RDF specification is also allowed in the DB 
fragment.

We call a graph belonging to our DB fragment a database. A data 
based b is a pair S;D i, where S and D are two disjoint sets of 
triples. We call these triples the schema level of db. The other 
triples, of the forms listed in Figure 2, belong to D, and are called 
the instance-level of db. Observe that S and D provide a way to 
partition any graph (any triple belongs to exactly one of them). 
The saturation of a data based b with this aforementioned entailment 
rule set is de noted, thus db∝, ⊆ bd∞,
BGP queries on the DB fragment we use the BGP queries introduced 
in Section II.B to query the DB fragment of RDF. The evaluation 
of a query q against a database db is exactly the evaluation of q 
against the graph db, i.e., q (db), and the answer set of q against 
db is q(db∝), thus q(db∝)⊆q(db∞).
User queries may traverse both the schema- and instance-level of 
the database. In our running example, one can ask for the ranges 
of the properties describing conference papers: 
Class Related to Conf Paper(x):- y1 τconf P; y1y2y3; y2, →r x.
In some settings, however, the separation between schema and 
data, which corresponds too many users’ intuitive comprehension 
of the database, may lead them to specify that their queries be 

evaluated only against the instance level or only against the 
schema-level database.
From a database perspective, queries whose evaluation is asked 
against the (saturated) instance-level database only are the most 
familiar. While schema triples are not returned by such queries, 
they do impact their answer, because the saturation of the instance-
level database (necessary in order to return complete answers) 
relies on the schema-level triples. For instance, an instance-level 
query re-turning the city of EDBT 2013 is: 
EDBT City(y):- x name “EDBT2013”; x city y
Instance-level queries can also return classes and properties 
associated to specific values. For instance one can ask for the 
classes to which a given value v belongs, i.e. Class Finding(x):- 
v τ x 
From a knowledge representation perspective, a class of interesting 
queries can be evaluated over the schema-level database alone. 
Such queries offer a convenient means to explore the relationships 
between the classes and properties of a schema, including the 
implied relationships. For instance, one can ask whether a given 
class is a subclass of another: 
Sub class Checking ():- poster CP ≺ sc paper or, what are the classes 
typing the domain of a given property: Domain Finding(x):- in 
Proceedings Of ← d x
Another schema exploration query is: Schema(x;y;z):- x y z
Returning all triples of the database by restricting the query to 
only the schema-level database, the user retrieves all direct or 
entailed relationships among classes and properties.
The above discussion shows that our setting is general enough 
to integrate both database-style instance-level querying and 
knowledge representation-style schema-level querying, while also 
allowing a smooth integration of both levels through queries on 
both database components.
In the following, given the overwhelming practical impact of 
querying only the instance-level (implicit and explicit) data, we 
focus on efficient query answering algorithms for this problem 

B. Query Answering in RDF Databases
We investigate two query answering techniques against RDF 
databases: saturation- and reformulation-based. Each technique 
performs a specific preprocessing step, either on the database or 
on the queries, to deal with entailed triples, after which query 
answering is reduced to query evaluation. 

Fig. 1: Saturation Rules for an RDF Database db.

Saturation-based query answering is rather straightforward: the 
saturation of the database is computed using the allowed entailment 
rules; then, the answer set of every query against the (original) 
database is obtained by query evaluation against the saturation. 
The advantage of this approach is that it is easy to implement. 
Its disadvantages are that database saturation needs time to be 
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computed and space to store all the entailed triples; moreover, 
the saturation must be somehow recomputed upon every database 
update.
Reformulation-based query answering reformulates a query q w.r.t. 
a database db into another query q1 (using the immediate entailment 
rules), so that the evaluation of q1 against the (original) database 
db, denoted q1(db), is exactly the answer set of q against db(i.e. 
,q(db ∝)). The advantage of reformulation is that the database 
saturation does not need to be (re)computed. The disadvantage 
is that every incoming query must be reformulated, which often 
results in a more complex query.

III. Reformulation-Based Query Answering
We now turn to query answering through reformulation. Given a 
query q and a database db, describes our algorithm for reformulating 
queries in our DB fragment. The expressive power of our RDF 
DB fragment, however, widens the gap between query answering 
and conjunctive query evaluation: in our setting, simply 

Fig. 2: Reformulation rules for a partially instantiated query q 
w.r.t. a database db.

Evaluating the queries resulting from reformulation does not 
suffice to compute the correct result. To bridge this gap, Section 
6.2 introduces our novel non-standard query evaluation, which, 
applied on reformulated queries, computes (still relying on an RDF-
agnostic conjunctive query processor, e.g., an RDBMS) the sound 
and complete answer sets in our expressive DB fragment.

A. Query Reformulation
Our Reformulate algorithm exhaustively applies the set of rules 
shown in fig. 2, starting from a query q and a database db. Each 

rule defines a transformation of the form input /output, where the 
input is of the form h logical condition on db, logical condition on 
qi and the output is a query q1. Each but not both of the conditions 
in the input may be empty. Intuitively, each rule produces a new 
query when the rule’s input conditions are satisfied, one by the 
database db, and the other by some query (either the original query 
q or a query q1 produced by a previous application of a rule). The 
set of all queries produced by applying the rules is the result of 
the reformulation of q w.r.t. db.
Key concepts for our reformulation-based query answering are:

Partially Instantiated Queries 
Let q(x):- t1; t is a query and  is a mapping from a subset of q’s 
variables and blank nodes, to some values (URIs, blank nodes, 
or literals). The partially instantiated query q∝ is a query q∝(χσ 
:-( t1;:::;t) σ where σ has been applied both onq’s head variables 
x and on q’s body. Observe that, in non-standard fashion, some 
distinguished (head) variables of qσ can be bound! If σ =; then qσ 
coincides with the original (non-instantiated) query q.

Fig. 3: Sample Reformulation of a query q w.r.t. the database of 
our running example.

By allowing constants in the head, partially instantiated queries go 
outside the reach of our definition of BGP queries. Accordingly, a 
slight extension is required to the notions of BGP query evaluation 
and answer sets, introduced in Section II.B for graphs and in 
Section IV for databases, as follows Given a database db whose 
set of values (URIs, blank nodes, literals) is Val (db) and a query 
q(x):- (t1;:::; t) whose set of variables and blank nodes is V ar Bl 
(q), the evaluation of q against db is: 
q∝ (db) =f (x̅∝) μ ∥ μ  : Var Bl (q∝)! Val (db)is a total
Assignment ((t1:t∞)∝)μ  ⊆db}
The answer set of q∝ against db is the evaluation of qσ against 
db∝, denoted qσ(db∝).

IV. Related Work
As mentioned earlier, our analysis makes use of the string analysis 
of Java programs reported in [2]. Essentially, it is aninter procedural 
data-flow analysis [3 and 4] to approximate the semantics of string 
manipulation expressions of a program. The analysis is similar to 
a pointer analysis [1] for imperative languages or a control-flow 
analysis (0-CFA) [5] for functional languages. It approximates 
the set of possible strings that the program may generate for a 
particular string variable at a particular program location of interest; 
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these locations are called hotspots. The string analysis produces 
a finite state automaton (FSA) that conservatively approximates 
the set of possible strings for each hot spot specified; that is, 
the automaton accepts larger set of strings than that is actually 
produced by the program, for that hot spot. In our earlier example, 
the statement returns statement. Execute Query (query); is hotspot 
for that program.
The string analysis works on Java byte code. It starts by finding the 
hot spots in the Java program. We simply mark, in the program, 
every location with a call to the method execute Query (such 
as return statement. Execute Query (query) in our example) as 
a hotspot. Then the analysis abstracts away the control flow of 
the program, and creates a flow graph representing the possible 
string expressions. The flow graph captures the flow of strings and 
string operations in a program; all else is abstracted away. The 
nodes in a flow graph correspond to variables or expressions in 
the program, and the edges represent directed defuse relationships 
for the possible data-flow. 

V. Conclusion
In this paper, we extended the state of the art in BGP query 
answering against RDF graphs with updates. We devised novel 
saturation- and reformulation-based query answering techniques 
robust to instance and schema updates, for an RDF fragment ex-
tending those known in the literature; we compared thoroughly their 
performance and identified the factors impacting the comparison. 
Notably, our techniques can be directly deployed on top of any 
off-the-shelf RDBMS. An automated strategy to choose between 
the two techniques is part of our future work.
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