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Abstract
The Effective caching in DNS is critical to its performance and 
scalability. Existing DNS only supports weak cache consistency 
by using the Time-To-Live (TTL) mechanism, which functions 
reasonably well in normal situations. However, maintaining 
strong cache consistency in DNS as an indispensable exceptional 
handling mechanismhas become more and more demanding for 
three important objectives: (1) to quickly respond and handle 
exceptional incidents, such as sudden and dramatic Internet failures 
caused by natural and human disasters, (2) to adapt increasingly 
frequent changes of IP addresses due to the introduction of 
dynamic DNS techniques for various stationed and mobile devices 
on the Internet, and (3) to provide finegrain controls for content 
delivery services to timely balance server load distributions. With 
agile adaptation to various exceptional Internet dynamics, strong 
DNS cache consistency improves the availability and reliability 
of Internet services. In this paper, we propose a proactive DNS 
cache update protocol, called DNScup, running as middleware in 
DNS nameservers, to provide strong cache consistency for DNS. 
The core of DNScup is a dynamic lease technique to keep track of 
the local DNS nameservers, whose clients need cache coherence 
to avoid losing service availability.
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I. Introduction
In the early days of the Internet, all host names and their associated 
IP addresses were recorded in a single file called hosts.txt, 
maintained by the Network Information Centre in the USA. Not 
surprisingly, as the Internet grew so did this file, and by the mid-
80’s it had become impractically large to distribute to all systems 
over the network, and impossible to keep up to date. The Internet 
Domain Name System (DNS) was developed as a distributed 
database to solve this problem. It’s primary goal is to allow the 
allocation of host names to be distributed amongst multiple naming 
authorities, rather than centralized at a single point.
The DNS is arranged as a hierarchy, both from the perspective 
of the structure of the names maintained within the DNS, and in 
terms of the delegation of naming authorities. At the top of the 
hierarchy is the root domain “.” which is administered by the 
Internet Assigned Numbers Authority (IANA). Administration 
of the root domain gives the IANA the authority to allocate 
domains beneath the root. The process of assigning a domain 
to an organisational entity is called delegating, and involves the 
administrator of a domain creating a sub-domain and assigning 
the authority for allocating sub-domains of the new domain the 
sub domain’s administrative entity. 
This is a hierarchical delegation, which commences at the “root” 
of the Domain Name Space (“.”). A fully qualified domain name, 
is obtained by writing the simple names obtained by tracing the 
DNS hierarchy from the leaf nodes to the root, from left to right, 
separating each name with a stop “.”, eg. fred.xxxx.edu.au. is the 
name of a host system (huxley) within the XXXX University (xxx), 
an educational (edu) institution within Australia (au). 

The sub-domains of the root are known as the top-level domains, 
and include the edu (educational), gov (government), and com 
(commercial) domains. Although an organization anywhere in the 
world can register beneath these three-character top level domains, 
the vast majority that have are located within, or have parent 
companies based in, the United States. The top-level domains 
represented by the ISO two-character country codes are used in 
most other countries, thus organizations in Australia are registered 
beneath au.

II. Existing System
The Domain Name System is a general-purpose database for 
managing host information on the Internet. It supports any kind 
of data, including network address, ownership, and service 
configuration, to be associated with hierarchically structured 
names. It is primarily used to translate human-readable names 
of Internet resources to their corresponding IP addresses. One 
concrete way to estimate the effectiveness of DNS caching is to 
observe the amount of DNS traffic in the wide area Internet. DNS 
cache implementations employ different approaches in query load 
balancing at the upper levels. DNS only supports weak cache 
consistency by using the Time-To-Live (TTL) mechanism. The 
majority of TTLs of DNS resource records range from one hour 
to one day. Most of the domain-name-to-IP address mappings 
are infrequently changed; the TTL approach to coping with an 
expected mapping change is still cumbersome. The propagation 
of the mapping change may take much longer than expected. 
This pathology is induced by some local DNS name servers that 
do not follow the TTL expiration rule and violate it by a large 
amount of time. 
Drawbacks of the existing system: 

Maintaining DNS cache consistency is critical under such • 
an exceptional circumstance, since people highly demand 
service availability at the crucial moment. 
IP mapping for a server at home or a mobile host using a • 
temporary IP assigned by Dynamic Host Configuration 
Protocol, makes the association between a domain name and 
its corresponding IP address much less stable. 
The TTL-based DNS redirection service provided by Content • 
Delivery Networks  only supports a coarse-grained load-
balance, and is unable to support quick reaction to network 
failures or flash crowds without sacrificing the scalability 
and performance of DNS  

III. Proposed System
The proposed system offers the proactive DNS cache update 
protocol, achieves strong cache consistency of DNS and 
significantly improves its performance and scalability. DNScup  
working as middleware to maintain strong cache consistency 
among DNS name servers and improve the responsiveness of 
DNS-based service redirection. The core of DNScup uses a 
dynamic lease technique to keep track of the local DNS name 
servers whose clients are tightly coupled with an Internet server. 
Upon a DN2IP mapping change of the corresponding Internet 
server, its authoritative DNS name server proactively notifies 
these local DNS name servers still holding valid leases. 
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Although the User Data gram Protocol carries the notification 
messages, dynamic lease also minimizes storage overhead and 
communication overhead, making DNScup a lightweight and 
scalable solution. The proposed DNS cache update mechanism can 
be viewed as an external extension to the DNS Dynamic Update 
protocol, which makes the implementation and deployment of 
DNScup much easier. The required modifications and additions 
to the current DNS implementation are minimized.

A. Modules
DNS Server1. 
DNScup listener & detection2. 
DNScup notification3. 
Dynamic lease algorithms4. 
DNS cache5. 
Client6. 

1. DNS Server
The DNS name space is hierarchically organized so that sub 
domains can be locally administered. The root of the hierarchy is 
centrally administered and served from a collection of root servers. 
Sub-domains are delegated to other servers that are authoritative 
for their portion of the name space. This process may be repeated 
recursively. The root name servers know the names and addresses 
of the name servers for each of the top-level domains. In the 
absence of any other information, DNS query resolution has to 
start at the root name servers, which makes the root name servers 
the hotspot of DNS operation. The authoritative name servers of 
a domain manage all information for names in that domain, keep 
track of authoritative name servers of the sub-domains rooted 
at their domain, and are administered by namespace operators. 
At the top of the legacy DNS hierarchy are root name servers, 
which keep track of the authoritative name servers for the top-
level domains.

2. DNScup Listener & Detection
The listening module monitors incoming DNS queries and updates 
the track file when necessary. The detection module detects a 
DNS record change. The mapping change detection module is 
straightforward to implement, since only the authoritative DNS 
name server has the privilege to change a DNS resource record. 
There are two ways for an authoritative DNS name server to change 
a DNS resource record: one is through manual reconfiguration 
and the other is through the DNS dynamic update command such 
as name server update.

3. DNScup Notification
The notification module propagates DNS cache update messages. 
To reduce communication overhead and latency, we choose UDP as 
the primary transport carrier for update propagation. Transmission 
control protocol is used only when a firewall is set on the path 
from the authoritative DNS name server to a DNS cache. Also, we 
employ timers, retransmissions, and acknowledgment mechanisms 
to achieve reliable communication for cache updates. When a 
name server has sent a cache update notification message but has 
not yet received the corresponding acknowledgment, it retransmits 
the message three times before aborting cache update. 

4. Dynamic Lease Algorithms
Dynamic lease algorithm, one minimizes the communication 
overhead, given a constraint on storage budget, and the 
other minimizes the storage overhead, given a constraint on 

communication traffic. Whether or not a lease is signed between 
the DNS name server and a DNS cache is based on the DNS 
cache’s query rate, whereas the length of a lease is determined by 
the DN2IP mapping change rate at the DNS name server.

5. DNS Cache
DNS makes extensive use of caching to reduce server load and 
client latency. It is believed that caches work well because DNS 
data changes slowly and a small amount of staleness is tolerable. 
On this premise, many servers are not authoritative for most data 
they serve, but merely cache responses and serve as local proxies 
for resolvers. Such proxy servers may conduct further queries 
on behalf of a resolver to complete a query recursively. Clients 
that make recursive queries are known as stub resolvers in the 
DNS specification. On the other hand, a query that requests only 
what the server knows authoritatively or out of cache is called an 
iterative query. Caches in DNS are typically not size-limited since 
the objects being cached are small, consisting usually of no more 
than a hundred bytes per entry. DNS cache entries are also more 
likely to be reused because each component of a hierarchical name 
is cached separately and also because many Web documents are 
present under a single DNS name.

6. Client
Clients create queries and send them across the network to name 
servers. In most cases, network applications such as web browsers 
and mail transfer agents have integral DNS resolver clients. DNS 
servers, on the other hand, are typically dedicated applications.

IV. DNS Cache Update Protocol (DNScup)
To maintain strong cache consistency, DNScup requires the 
authoritativeDNS nameserver to keep track of the recent visitors 
(i.e., local DNS nameservers) that access and cache a DNS resource 
record. The recent in this context implies that the cached records 
should have not expired yet in these local DNS nameservers’ 
caches. To make the presentation easier to understand, we refer to 
these local DNS nameservers i.e., recent visitors, as DNS caches in 
the rest of the paper. We design a dynamic lease scheme to balance 
DNS nameserver storage requirements and DNS traffic between 
an authoritative DNS nameserver and its DNS caches.

Fig. 1: DNS Update Process

A. Lease Length Effectiveness
A critical question in applying a lease mechanism is how to 
choose the appropriate length of a lease to balance the storage 
usage and communication overhead. Lease storage usage on the 
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authoritative DNS nameserver is represented by the probability 
of the nameserver holding a lease for each DNS cache. Its upper 
bound is 1, indicating that the nameserver always keeps a lease 
for a DNS cache. The communication overhead is represented by 
the query rate between the nameserver and its DNS caches.

Thus, for a given resource record with a query rate λ, the ratio 
between the reduction of message rate and the increase of lease 
probability is a constant, which is equal to λ.

B. Dynamic Lease Algorithms
Assuming the overhead allowance  is pre-defined we propose 
two dynamic lease algorithms, one minimizes the communication 
overhead given a constraint on storage budget.

1. Storage-Constrained Dynamic Lease
We define the storage overhead allowance as the maximal number 
of leases Pmax that a nameserver can manage. The storage-
constrained dynamic lease minimizes the message exchanges for 
signing and keeping the leases. Suppose that a total of n DNS 
resource records Ri(i = 1, ..., n), are maintained on the authoritative 
DNS nameserver, each with maximal lease length Li(i = 1, ..., n). 
Each record Ri is queried by m DNS caches Cj(j =1, ...,m), with 
the query rate λij. We define Mij and Pi,j as the query rate and 
lease probability of recordRi by cache Cj .
The decision should be made under the following constraints:

For the record Ri and DNS cache Cj , the lease length lij • 
should be within the range of 0 and Li.
The total storage Pall should be less than the storage overhead • 
allowance Pmax, the sum of Pij .

2. Communication-constrained Dynamic Lease
Similarly, given the communication overhead allowance, we can 
design an algorithm that minimizes the storage overhead. It is also 
a NP-complete problem, and we employ the greedy algorithm to 
find the optimal solution. Different from the storage-constrained 
dynamic lease, at the beginning of the algorithm, all DNS caches 
related to each resource record are granted with the maximum-
length leases.

V. Results

A. Trace-driven Simulation
Our DNS traces were collected in an academic environment where 
three local DNS nameservers provide DNS services for about 
two thousand client machines. The oneweek trace collection is 
from July 2, 2003 to July 9, 2003. Based on the DNS traces, 
we simulate a scenario in which a number of clients are using 
three local DNS nameservers. The local DNS nameservers decide 
whether or not granting a lease for one cached resource record 
based on its query rate.

Fig. 2. The Mean of CV of Query Interval in DNS Traces

We introduce two relative system metrics to evaluate the lease 
algorithms: storage percentage and query rate percentage. The 
storage percentage is defined as the ratio between the number of 
leases granted to querying DNS caches and the maximal number 
of leases that an authoritative DNS nameserver could grant. There 
are two extreme cases:

if the authoritative DNS nameserver grants a lease to each • 
query and all its resource records have valid leases all the 
time, the storage percentage is 100%
if no lease is granted to any query, the storage percentage • 
is zero.

Fig. 5: Performance Comparison Between Fixed and Dynamic 
Lease

VI. Conclusion
We propose a DNS cache update protocol, called DNScup, working 
as middleware to main tain strong consistency in DNS caches. To 
investigate the dynamics of DN2IP mapping changes, we have 
conducted a wide range of DNS related measurements, with the 
following major observations. (1)While the physical mapping 
changes perWeb domain name rarely happen, the probability of 
a physical change per minute within a class is close to one. (2) 
Compared with the frequencies of logical mapping changes, the 
values of the corresponding TTLs are much smaller.
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