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Abstract
Domain-Specific Search solutions focus on one area of knowledge, 
creating customized search experiences, that because of the 
domain’s limited corpus and clear relationships between concepts, 
provide extremely relevant results for searchers. Domain-specific 
search engines are becoming increasingly popular because 
they offer increased accuracy and extra features not possible 
with general, Web-wide search engines. Unfortunately, they 
are also difficult and time consuming to maintain. We describe 
new research in reinforcement learning, text classification and 
information extraction that enables efficient spidering, populates 
topic hierarchies, and identifies informative text segments. Using 
these techniques, we have built a demonstration system: a search 
engine. This paper, proposes the Standard Web Crawler and its 
improved version with advanced algorithm for efficient results 
on Domain Specific Search.
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I. Introduction
A web search engine is software code that is designed to search 
for information on the World Wide Web. The search results are 
generally presented in a line of results often referred to as search 
engine results pages (SERPs). The information may be a specialist 
in web pages, images, information and other types of files. Some 
search engines also mine data available in databases or open 
directories. Unlike web directories, which are maintained only by 
human editors, search engines also maintain real-time information 
by running an algorithm on a web crawler.
A search engine operates in the following order:

Web crawlin1. g
Indexin2. g
Searchin3. g

Web search engines work by storing information about many 
web pages, which they retrieve from the page’s HTML. These 
pages are retrieved by a Web crawler (sometimes also known as 
a spider) — an automated Web browser which follows every link 
on the site. The site owner can make exclusions by using robots.
txt. The contents of each page are then analyzed to determine how 
it should be indexed (for example, words can be extracted from 
the titles, page content, headings, or special fields called meta 
tags). Data about web pages are stored in an index database for 
use in later queries. A query from a user can be a single word. The 
index helps find information relating to the query as quickly as 
possible. Some search engines, such as Google, store all or part 
of the source page (referred to as a cache) as well as information 
about the web pages, whereas others, such as AltaVista, store 
every word of every page they find.
 This cached page always holds the actual search text since it 
is the one that was actually indexed, so it can be very useful 
when the content of the current page has been updated and the 
search terms are no longer in it. This problem might be considered 
a mild form of linkrot, and Google’s handling of it increases 

usability by satisfying user expectations that the search terms 
will be on the returned webpage. This satisfies the principle of 
least astonishment, since the user normally expects that the search 
terms will be on the returned pages. Increased search relevance 
makes these cached pages very useful, not just because they may 
contain data that may no longer be available elsewhere.

Fig. 1: High-Level Architecture of a Standard Web Crawler

When a user enters a query into a search engine (typically by using 
keywords), the engine examines its index and provides a listing 
of best-matching web pages according to its criteria, usually with 
a short summary containing the document’s title and sometimes 
parts of the text. The index is built from the information stored with 
the data and the method by which the information is indexed. From 
2007 the Google.com search engine has allowed one to search 
by date by clicking ‘Show search tools’ in the leftmost column 
of the initial search results page, and then selecting the desired 
date range. Most search engines support the use of the boolean 
operators AND, OR and NOT to further specify the search query. 
Boolean operators are for literal searches that allow the user to 
refine and extend the terms of the search. 
The engine looks for the words or phrases exactly as entered. 
Some search engines provide an advanced feature called proximity 
search, which allows users to define the distance between keywords. 
There is also concept-based searching where the research involves 
using statistical analysis on pages containing the words or phrases 
you search for. As well, natural language queries allow the user 
to type a question in the same form one would ask it to a human. 
A site like this would be ask.com.
The usefulness of a search engine depends on the relevance of 
the result set it gives back. While there may be millions of web 
pages that include a particular word or phrase, some pages may be 
more relevant, popular, or authoritative than others. Most search 
engines employ methods to rank the results to provide the “best” 
results first. How a search engine decides which pages are the best 
matches, and what order the results should be shown in, varies 
widely from one engine to another [11]. The methods also change 
over time as Internet usage changes and new techniques evolve. 
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There are two main types of search engine that have evolved: one 
is a system of predefined and hierarchically ordered keywords that 
humans have programmed extensively. The other is a system that 
generates an “inverted index” by analysing texts it locates. This 
first form relies much more heavily on the computer itself to do 
the bulk of the work.
Most Web search engines are commercial ventures supported 
by advertising revenue and thus some of them allow advertisers 
to have their listings ranked higher in search results for a fee. 
Search engines that do not accept money for their search results 
make money by running search related ads alongside the regular 
search engine results. The search engines make money every time 
someone clicks on one of these ads.
The focus topic in this system is represented by a set of example 
pages that is provided by a user to the system. In the system 
described there is a user browsable topic taxonomy where the user 
can mark some of the documents as good and select them as the 
focus topic. The system has three main components: A classifier 
that makes judgments on the relevancy of crawled documents, 
and decides on following the links within pages. The classifier 
is an extended version of the Naïve Bayes classifier. The second 
component is a distiller that evaluates the centrality of each page 
to determine crawling priority of links within it. The distiller 
uses the bibliometric concepts of hub and authority pages as an 
approximate social judgment of web page quality. For each page 
it calculates the hub and authority scores of each web page with 
an extended version of the HITS algorithm. It tries to crawl the 
links within pages with the highest hub score first in order to find 
new authorities. The third component of the system is a dynamic 
crawler that crawls the web according to a re-orderable priority 
queue. The system works in two phases: training and testing. In 
the training phase, the classifier is trained with some labeled data 
relevant to the focus topic. The training data set is acquired from 
existing taxonomy-like search engines (portal) such as Yahoo! 
and Open Directory Project.

II. Domain-Specific Search
Domain-specific Web search engines are effective tools for 
reducing the difficulty experienced when acquiring information 
from the Web. Existing methods for building domain-specific Web 
search engines require human expertise or specific facilities.
Domain-specific search engines are search engines that only return 
Web pages relevant to certain domains. With general-purpose 
Web search engines like Google or Altavista, the user can search 
through all indexed pages, but such search engines can cause 
the user major problems. Because the Web consists of pages 
on diverse topics, naive queries by users find matches in many 
irrelevant pages as described above. Of course, the user will obtain 
more relevant pages if he can formulate an appropriate query that 
consists of multiple keywords, but it is difficult for most users 
because this requires much experience and skill. In fact, up to 70 
percent of Web searches use only one keyword. Making full use 
of more sophisticated search functions like Boolean queries is 
much more difficult.
The most straightforward approach to building domain specific 
Web search engines is to collect and index only the relevant pages 
available on the Web. If the indices are manually constructed, it 
requires too much cost to build and maintain the indices and it is 
not a scalable method that can catch up with the rapidly growing 
Web.

Fig. 2: Filtering Model of Building Domain-Specific Web Search 
Engines

The keyword spice model does not filter documents returned by 
a general-purpose search engine. Instead, it extends the user’s 
input query with a domain-specific Boolean expression (keyword 
spice) that better classifies the domain documents and passes the 
extended query to a general-purpose search engine (Fig. 2). This 
model is just the reverse of the filtering model. The merit of the 
keyword spice model is its simplicity. High response performance 
is easy to achieve because the system can assume that all returned 
pages are domain pages and so simply displays all of them with no 
further processing. On the other hand, in the filtering model, the 
system has to analyze the results to eliminate the irrelevant pages. 
A very short program that adds the keyword spices to the user’s 
input and forwards it to a general-purpose search engine can be 
written and embedded into the Web page. This method simplifies 
the construction of many domain-specific search engines.
There are several remaining questions. How can we find the most 
effective keywords for the domain? Can we find similar effective 
keywords for domains other than recipes? This paper addresses 
these issues and pursues a general method for building domain-
specific search engines in various domains by using keyword 
spices.

Fig. 3: Keyword Spice Model of Building Domain-Specific Web 
Search Engines
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III. Domain-Specific Web Search With Keyword Spices

A. Domain-Specific Web Search as a Text Classification 
Problem
The above discussion of the filtering model indicates that the 
problem of building a domain-specific Web search engine can 
be regarded as the problem of classifying pages as either domain 
relevant or irrelevant. Unfortunately, human expertise is required 
to make a good domain-filter that can correctly classify domain-
pages. Ahoy! has a learning mechanism to assess the patterns of 
relevant URLs from previous successful searches, but the filter 
basically depends on human heuristic knowledge. 
One solution to the above problem is to make domain filters 
automatically from sample documents. Automatic text filtering, 
which classifies documents into relevant and no relevant ones, 
has been a major research topic in both information retrieval and 
machine learning . Here, we reuse some of the notations to define 
the machine learning problem. We let D denote the set of all Web 
documents; Dt denotes the set of documents relevant to a certain 
domain. The target function (an ideal domain filter) that correctly 
classifies any document d Є D is given as

Fig. 4: Sampling With Input Keywords to Increase the Ratio of 
Positive Examples

Note: Quantity δ (h(d),f(d)) is 1 if h(d) ≠ f(d), 0 otherwise.

IV. Proposed Algorithm
Semi-supervised learning is a goal-directed activity, which can be 
precisely evaluated. In the web context our training data is a small 
set of labeled documents. The label is document class, and our 
goal is to guess the label of an unseen document. In this category 
we review learning from labeled and unlabeled documents. In 
some semi-supervised approaches, a learner agent learns from 
interaction with a dynamic environment. In these environments, 
providing a set of training data for the agent is very difficult or even 
impossible, because of the dynamics inherent in the environment 
and correspondingly huge number of states and actions. One 
requirement of this model is a measure of the goodness of action 
that the agent takes in a state.

A. Active Learner in Domain Specific Search Engine
Active learner is capable of predicting the hypothesis; it will 
generate the hypothesis with the experiences. Semi-supervised 

learning is used because it is very expensive to generate labeled 
data for every set. To use active learning approaches with semi- 
supervised learning to improve the efficiency of the system. Semi-
supervised algorithms are used in text classification:

Co-Training• 
Semi-supervised EM• 
Co-EM• 
Co-EMT uses a multi-view active learning algorithm • 

Multi-view setting applies to learning problems that have a 
natural way to divide their features into subsets (views) each of 
which are sufficient to learn the target concept. Multi-view active 
learning maximizes the accuracy of the learned hypotheses while 
minimizing the amount of labeled training data.
The algorithm to improve the efficiency is discussed as follows:
Given

A learning problem with view• 
A learning algorithm• 
Set of “T” and “U” labeled and unlabeled• 
examples• 
No. of k iterations to be performed• 
The number N of queries to be made• 

CO-EMT for domain specific engine
Let iter be the number of iterations to be made• 
LOOP for k iterations• 
- use L, V1(T), and V2(T) to create classifiers h1 and h2• 
- FOR EACH class Ci DO• 
- let E1 and E2 be the e unlabeled examples on which h1and h2 • 
make the most confident predictions for Ci(mean the relevant 
data according to the user query)
- label E1 and E2 according to h1and h2,respectively, and • 
add them to T
 combine the prediction of h1 and h2• 
this combination will be the combination of the required • 
documents.

The system has three main components:
Active learner makes judgments on the relevancy of crawled 1. 
documents, the tasks that are being done by active learner: 
Firstly, it maintains the history and makes hypothesis based 
on them, Secondly it allows meta- reasoning to be done.
 Distiller that evaluates the centrality of each page to 2. 
determine crawling priority of links within it. The distiller 
uses the bibliometric concepts of hub and authority pages as 
an approximate social judgment of web page quality. For each 
page it calculates the hub and authority scores of each web 
page with an extended version of the HITS algorithm.
Dynamic crawler that crawls the web according to a re-3. 
orderable priority queue.

 
Fig. 5: Improvement in Traditional Crawlers
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V. Conclusion
Domain-specific Web search engines are effective tools for 
reducing the difficulty experienced when acquiring information 
from the Web. Existing methods for building domain-specific 
Web search engines require human expertise or specific facilities. 
The amount of information available on the Internet continues 
to grow exponentially. As this trend continues, we argue that, 
not only will the public need powerful tools to help them sort 
though this information, but the creators of these tools will need 
intelligent techniques to help them build and maintain these tools. 
We have presented new research in reinforcement learning, text 
classification and information extraction towards this end. The 
system described is an excellent foundation for domain specific 
search. One interesting addition to improve the important features 
would be to use synonyms in WorldNet. For example, to obtain 
more colors that may not have been picked up in the dataset. It 
also may be worthwhile to explore creating clusters of related 
terms. For example, all clothing articles, or genders. This could 
be beneficial because if a person searches for women clothing, 
all other genders can be excluded. However, it may not give a 
large boost in scoring and can also be detrimental when multiple 
fields in a cluster are desired or unimportant. For example, getting 
a different colour is sometimes acceptable. 
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