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Abstract
This paper presents an introduction to distributed database design 
through a study that targeted two main parts: in the first part 
presents an exploration of the fundamentals of DDBS, and the 
alternatives of their design. These alternatives addressed issues 
such as, architecture, distribution, concurrency control, etc. 
In the second part Query processing in a distributed system, 
that requires the transmission of data between computers in a 
network. The arrangement of data transmissions and local data 
processing is known as a distribution strategy for a query. The 
optimal algorithms are used as a basis to develop a general query 
processing algorithm.
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I. Introduction
A distributed database is a collection of multiple, logically 
interrelated databases distributed over a computer network as 
shown in fig. 1. A distributed database management system 
(distributed DBMS) is then defined as the software system that 
permits the management of the distributed database and makes 
the distribution transparent to the users. Sometimes “distributed 
database system” (DDBS) is used to refer jointly to the distributed 
database and the distributed DBMS. The two important terms in 
these definitions are “logically interrelated” and “distributed over 
a computer network.” They help eliminate certain cases that have 
sometimes been accepted to represent a DDBS [1].

Fig. 1: Distributed Data Base

Example: Database consists of 3 relations employees, projects, 
and assignment which are partitioned and stored at different sites 
as shown on the fig. 2.

Fig. 2: DDBMS Environment

II. Types of Distributed Data Base
A distributed database system allows applications to access data 
from local and remote databases. In a homogenous distributed 
database system, each database is of same type of database. In 
a heterogeneous distributed database system, at least one of the 
databases is not of same type of Database. Distributed databases 
use client/server architecture to process information requests. 
[2].

A. Homogenous Distributed Database Systems
A homogenous distributed database system [2] is a network 
of two or more Oracle Databases that reside on one or more 
machines. Fig. 3, illustrates a distributed system that connects 
three databases: hq, mfg, and sales.

Fig. 3: Homogenous Distributed Database Systems
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B. Heterogeneous Distributed Database Systems
Different sites may use different schemas and software,difference 
in schema is a major problem for query processing [3]. Difference 
in software is a major problem for transaction processing. Sites 
may not be aware of each other and may provide only limited 
facilities for cooperation in transaction processing.

Fig. 4: Heterogeneous Distributed Database Systems

III. Main Factors of DDBMS
Distributed database has three main factors have to be 
considered.

A. Data Fragmentation
The database may be broken up into logical units called fragments 
which will be stored at different sites. The simplest logical units 
are the tables themselves.

Horizontal fragmentation  1. 
Vertical fragmentation2. 
Mixed fragmentation 3. 

B. Data Replication
A copy of each fragment can be maintained at several sites. Data 
replication is the design process of deciding which fragments 
will be replicated.

C. Data Allocation
Each fragment has to be allocated to one or more sites, where 
it’ll be stored.
There are three strategies regarding the allocation of data:

Fragmented (or Partitioned) 1. 
Complete replication 2. 
Selective replication [4]3. 

IV. Distributed Query Processing
Query processing deals with designing algorithms that analyze 
queries and convert them into a series of data manipulation 
operations. The problem is how to decide on a strategy for 
executing each query over the network in the most cost-effective 
way, however cost is defined. The factors to be considered are the 
distribution of data, communication costs, and lack of sufficient 
locally-available information [2].
Query processing in a distributed context is to transform a high-
level query on a distributed database, which is seen as a single 
database by the users, into an efficient execution strategy expressed 
in a low-level language on local databases. The high-level language 
is relational calculus, while the low-level language is an extension 
of relational algebra.

There are four processing steps in Query processing as shown 
in the fig. 5:

query decomposition• 
data localization control site (uses global information)• 
global optimization• 
local optimization local sites (use local information)• 

Four main layers are involved in distributed query processing. The 
first three layers map the input query into an optimized distributed 
query execution plan. They perform the functions of query 
decomposition, data localization, and global query optimization. 
The first three layers are performed by a central control site and 
use schema information stored in the global directory. The fourth 
layer performs distributed query execution by executing the plan 
and returns the answer to the query [2].

A. Query Decomposition Can be Viewed as Four 
Successive Steps

1. Normalization
The calculus query is rewritten in a normalized form that is suitable 
for subsequent manipulation. Normalization of a query generally 
involves the manipulation of the query quantifiers and of the query 
qualification by applying logical operator priority.

2. Analyze
The normalized query is analyzed semantically so that incorrect 
queries are detected and rejected as early as possible. Techniques 
to detect incorrect queries exist only for a subset of relational 
calculus. Typically, they use some sort of graph that captures the 
semantics of the query.

3. Simplify
Correct query (still expressed in relational calculus) is 
simplified. One way to simplify a query is to eliminate redundant 
predicates.

4. Restructured
The calculus query is restructured as an algebraic query.

B. Data Localization
The input to the second layer is an algebraic query on global 
relations. The main role of the second layer is to localize the 
query’s data using data distribution information in the fragment 
schema. A global relation can be reconstructed by applying 
the fragmentation rules, and then deriving a program, called a 
localization program, of relational algebra operators, which then 
act on fragments.
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Fig. 5: Generic Layering Scheme for Distributed Query 
Processing

C. Query Optimization
Query optimization consists of finding the “best” ordering of 
operators in thequery, includingcommunication operators that 
minimize a cost function. The costfunction, often defined in 
terms of time units, refers to computing resources suchas disk 
space, disk I/Os, buffer space, CPU cost, communication cost, 
and so on.Generally, it is a weighted combination of I/O, CPU, 
and communication costs.

D. Local Optimization Local Sites
The last layer is performed by all the sites having fragments 
involved in the query. Each sub query executing at one site, called 
a local query, is then optimized using the local schema of the site 
and executed.

Fig. 6: Query Optimization

At this time, the algorithms to perform the relational operators may 
be chosen. Local optimization uses the algorithms of centralized 
systems.

V. Distributed Data Base Using Apache Hadoop
The Apache Hadoop software allows for the distributed processing 
of large data sets across clusters of computers using simple 
programming models. It is designed to scale up from single servers 
to thousands of machines, each offering local computation and 
storage. Rather than rely on hardware to deliver high-availability, 
the library itself is designed to detect and handle failures at the 
application layer, so delivering a highly-available service on top 
of a cluster of computers, each of which may be prone to failures 
[5].
It has two main parts - a data processing framework and a distributed 
filesystem for data storage. There’s more to it than that, of course, 
but those two components really make things go.The distributed 
filesystem is that far-flung array of storage clusters noted above - 
i.e., the Hadoop component that holds the actual data. By default, 
Hadoop uses the cleverly named Hadoop Distributed File System 
(HDFS), although it can use other file systems as well.
HDFS is like the bucket of the Hadoop system: Dump the data 
and it sits there all nice and cozy until to do something with it, 
whether that’s running an analysis on it within Hadoop or capturing 
and exporting a set of data to another tool and performing the 
analysis there.The data processing framework is the tool used to 
work with the data itself. By default, this is the Java-based system 
known as MapReduce. 
In a “normal” relational database, data is found and analyzed 
using queries, based on the industry-standard Structured Query 
Language (SQL). Hadoop is not really a database: It stores data and 
you can pull data out of it, but there are no queries involved - SQL 
or otherwise. Hadoop is more of a data warehousing system - so it 
needs a system like MapReduce to actually process the data.
MapReduce runs as a series of jobs, with each job essentially a 
separate Java application that goes out into the data and starts 
pulling out information as needed. Using MapReduce instead of 
a query gives data seekers a lot of power and flexibility, but also 
adds a lot of complexity [6].

VI. Conclusion
Today’s business environment has an increasing needfor 
distributed database and client/server applications as thedesire 
for reliable, scalable and accessible information issteadily 
rising. Distributed database systems provide animprovement on 
communication and data processing due to itsdata distribution 
throughout different network sites. Not only isdata access faster, 
but a singlepoint of failure is less likely tooccur, and it provides 
local control of data for users. However,there is some complexity 
when attempting to manage andcontrol distributed database 
systems. A distributed databaseallows faster local queries and 
can reduce network traffic. Withthese benefits comes the issue of 
maintaining data integrity.Single big server could hardlyhandle 
requirement of highavailability, data warehousing and fast data 
storagesimultaneously. The distributed database satisfies them 
byseparating functions at low cost.
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