
IJCST Vol. 4, ISSue 2, AprIl - June 2013  ISSN : 0976-8491 (Online)  |  ISSN : 2229-4333 (Print)

w w w . i j c s t . c o m 588   InternatIonal Journal of Computer SCIenCe and teChnology

Power Gating Mehtods: Comparative Study
1B.Prasanna Jyothi, 2D.Sunil Suresh

1Dept. of ECE, Ramappa Engineering College, Warangal, India
2Dept. of ECE, Balaji Institute of Engineering and Scieneces, Narsamapet, Warangal, India

Abstract
In this paper we discussing about the comparative study of the 
power gating tecqniques used in integrated circuits to reduce the 
power consumption.
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I. Introduction
Power gating is a technique used in integrated circuit design to 
reduce power consumption, by shutting of the flow of current to 
blocks of the circuit that are not currently in use. In addition to 
reducing stand-by or leakage power, power gating has the benefit 
of enabling Iddq testing. Power gating affects design architecture 
more than clock gating. It increases time delays, as power gated 
modes have to be safely entered and exited. Architectural trade-offs 
exist between designing for the amount of leakage power saving in 
low power modes and the energy dissipation to enter and exit the 
low power modes. Shutting down the blocks can be accomplished 
either by software or hardware. Driver software can schedule 
the power down operations. Hardware timers can be utilized. 
A dedicated power management controller is another option An 
externally switched power supply is a very basic form of power 
gating to achieve long term leakage power reduction. To shut off 
the block for small intervals of time, internal power gating is 
more suitable. CMOS switches that provide power to the circuitry 
are controlled by power gating controllers. Outputs of the power 
gated block discharge slowly. Hence output voltage levels spend 
more time in threshold voltage level. This can lead to larger short 
circuit current Power gating uses low-leakage PMOS transistors 
as header switches to shut off power supplies to parts of a design 
in standby or sleep mode. NMOS footer switches can also be used 
as sleep transistors. Inserting the sleep transistors splits the chip’s 
power network into a permanent power network connected to the 
power supply and a virtual power network that drives the cells 
and can be turned off Typically, high-Vt sleep transistors are used 
for power gating, in a technique also known as multi-threshold 
CMOS (MTCMOS). The sleep transistor sizing is an important 
design parameter The quality of this complex power network is 
critical to the success of a power-gating design. Two of the most 
critical parameters are the IR-drop and the penalties in silicon area 
and routing resources. Power gating can be implemented using 
cell- or cluster-based (or fine grain) approaches or a distributed 
coarse-grained approach.

II. Power Gating Paramerters
Power gating implementation has additional considerations for 
timing closure implementation. The following parameters need to 
be considered and their values carefully chosen for a successful 
implementation of this methodology [1-2].

A. Power Gate Size
The power gate size must be selected to handle the amount of 
switching current at any given time. The gate must be bigger such 
that there is no measurable voltage (IR) drop due to the gate. As 
a rule of thumb, the gate size is selected to be around 3 times the 

switching capacitance. Designers can also choose between header 
(P-MOS) or footer (N-MOS) gate. Usually footer gates tend to be 
smaller in area for the same switching current. Dynamic power 
analysis tools can accurately measure the switching current and 
also predict the size for the power gate.

B. Gate Control Slew Rate
In power gating, this is an important parameter that determines 
the power gating efficiency. When the slew rate is large, it takes 
more time to switch off and switch-on the circuit and hence can 
affect the power gating efficiency. Slew rate is controlled through 
buffering the gate control signal.

C. Simultaneous Switching Capacitance
This important constraint refers to the amount of circuit that can 
be switched simultaneously without affecting the power network 
integrity. If a large amount of the circuit is switched simultaneously, 
the resulting “rush current” can compromise the power network 
integrity. The circuit needs to be switched in stages in order to 
prevent this.

D. Power Gate Leakage
Since power gates are made of active transistors, leakage reduction 
is an important consideration to maximize power savings.

III. Power Gating Methods

A. Fine-Grain Power Gating
Adding a sleep transistor to every cell that is to be turned off 
imposes a large area penalty, and individually gating the power 
of every cluster of cells creates timing issues introduced by inter-
cluster voltage variation that are difficult to resolve. Fine-grain 
power gating encapsulates the switching transistor as a part of the 
standard cell logic. Switching transistors are designed by either 
the library IP vendor or standard cell designer. Usually these cell 
designs conform to the normal standard cell rules and can easily 
be handled by EDA tools for implementation.
The size of the gate control is designed considering the worst case 
scenario that will require the circuit to switch during every clock 
cycle, resulting in a huge area impact. Some of the recent designs 
implement the fine-grain power gating selectively, but only for 
the low Vt cells. If the technology allows multiple Vt libraries, 
the use of low Vt devices is minimum in the design (20%), so 
that the area impact can be reduced. When using power gates on 
the low Vt cells the output must be isolated if the next stage is 
a high Vt cell. Otherwise it can cause the neighboring high Vt 
cell to have leakage when output goes to an unknown state due 
to power gating.
Gate control slew rate constraint is achieved by having a buffer 
distribution tree for the control signals. The buffers must be chosen 
from a set of always on buffers (buffers without the gate control 
signal) designed with high Vt cells. The inherent difference between 
when a cell switches off with respect to another, minimizes the 
rush current during switch-on and switch-off. Usually the gating 
transistor is designed as a high Vt device. Coarse-grain power 
gating offers further flexibility by optimizing the power gating 
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cells where there is low switching activity. Leakage optimization 
has to be done at the coarse grain level, swapping the low leakage 
cell for the high leakage one. Fine-grain power gating is an elegant 
methodology resulting in up to 10 times leakage reduction. This 
type of power reduction makes it an appealing technique if the 
power  reduction  requirement  is  not  satisfied  by multiple Vt 
optimization alone.

B. Coarse-Grain Power Gating
The coarse-grained approach implements the grid style sleep 
transistors which drives cells locally through shared virtual 
power networks. This approach is less sensitive to PVT variation, 
introduces less IR-drop variation, and imposes a smaller area 
overhead than the cell- or cluster-based implementations. In 
coarse-grain power gating, the power-gating transistor is a part 
of the power distribution network rather than the standard cell.
There are two ways of implementing a coarse-grain structure:

1. Ring-Based
The power gates are placed around the perimeter of the module 
that is being switched-off as a ring. Special corner cells are used 
to turn the power signals around the corners.

2. Column-Based
The power gates are inserted within the module with the cells 
abutted to each other in the form of columns. The global power 
is the higher layers of metal, while the switched power is in the 
lower layers.
Gate sizing depends on the overall switching current of the module 
at any given time. Since only a fraction of circuits switch at any 
point of time, power gate sizes are smaller as compared to the 
fine-grain switches. Dynamic power simulation using worst case 
vectors can determine the worst case switching for the module and 
hence the size. The IR drop can also be factored into the analysis. 
Simultaneous switching capacitance is a major consideration 
in coarse-grain power gating implementation. In order to limit 
simultaneous switching, gate control buffers can be daisy chained, 
and special counters can be used to selectively turn on blocks of 
switches.

C. Isolation Cells
Isolation cells are used to prevent short circuit current. As the 
name suggests, these cells isolate the power gated block from 
the normally-On block. Isolation cells are specially designed 
for low short circuit current when input is at threshold voltage 
level. Isolation control signals are provided by the power gating 
controller. Isolation of the signals of a switchable module is 
essential to preserve design integrity. Usually a simple OR or 
AND logic can function as an output isolation device. Multiple 
state retention schemes are available in practice to preserve the 
state before a module shuts down. The simplest technique is to 
scan out the register values into a memory before shutting down 
a module. When the module wakes up, the values are scanned 
back from the memory.

Power Network Synthesis For Power-Gating Designs
The quality of this complex power network is critical to the success 
of a power-gating design. Two of the most critical parameters 
are the IR-drop and the penalties in silicon area and routing 
resources. Adding 10 percent to the design’s silicon area for the 
switch cells could result in a less competitive product or even 
failure in the market. . Overly conservative power routings would 

make a chip unroutable in a sub-90nm power-gating design where 
routing congestion issues are often observed. Power gating can 
be implemented using cell- or cluster-based approaches or a 
distributed coarse-grained approach. Adding a sleep transistor to 
every cell that you want to turn off imposes a large area penalty, 
and individually gating the power of every cluster of cells creates 
timing issues introduced by inter-cluster voltage variation that are 
difficult to resolve. The coarse-grained approach implements the 
grid style sleep transistors which drives cells locally through shared 
virtual power networks (Figure 1). This approach is less sensitive 
to power/voltage/temperature (PVT) variation, introduces less 
IR-drop variation, and imposes a smaller area overhead than the 
cell- or cluster-based implementations. The method described in 
this article uses the coarse-grained approach.

 

The Fake-Via Method
To achieve simultaneous optimization of the number and position 
of sleep transistors as well as the power network, a fake-via method 
is introduced to model the channel resistance of a conducting 
sleep transistor as well as the transistor’s placement and physical 
connections in the synthesis of a distributed coarse-grained power-
gating network. Compared to a custom-designed, script-based 
implementation method used in many power-gating designs, the 
new method has produced significantly better sleep transistor 
power/ground networks with 65 percent reduction in sleep 
transistor area and an average 14 percent IR-drop reduction.
Fig. 2 shows the resistances  involved in  the permanent VDD 
network (labeled VDD), the virtual VDD (VVDD) network, and 
the sleep transistors (modeled as vias: Rvia). As seen in fig. 2 the 
network branch resistance Rwire depends on the branch segment’s 
length, width and thickness:
Rwire = ρ * ls / ws
where ls and ws are the length and the width of a branch segment 
of the network, respectively, and ρ is  the sheet resistance per 
square.
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2. The network branch resistance depends on the branch segment’s 
length, width and thickness.
The current sources at the VVDD network nodes represent the 
worst-case current of the cells connected to the nodes. The fake 
via’s resistance is the channel resistance of a conducting sleep 
transistor whose drain and source are biased at the defined sleep 
transistor IR drop target. Simulations of the sleep transistor 
channel resistance across different Vds bias points show that the 
resistance is not sensitive to Vds, so a constant resistance value 
provides a fairly accurate model.
To calculate the necessary voltage and current values for the 
network, you can use nodal analysis  (NA) or modified nodal 
analysis (MNA) to find values for the equation:
Gx = b       (1)
where G is the conductance of the matrix, x is the vector of voltages 
at the nodes, and b is the vector containing the current signatures 
of the cells at the nodes. Solving this equation gives the voltage 
at each node in the power network. With the node voltages, you 
can calculate node IR drops and branch current density.
The fake via makes it practical to model all the parts of the power 
network as a single network for synthesis. With this approach, 
power network synthesis is a constrained optimization problem, 
as shown in Eq. 2, where the sleep transistor size is fixed and the 
network is optimized on its topology, the wire width and layers of 
power/ground straps, and the number and placement of the sleep 
transistors. Synthesis optimizes the network by minimizing the 
object function in this equation:
Min
(w*Asleep +Astraps      (2)
IRn < IRtarget | jm| < jEM
where Asleep is the total silicon area of the sleep transistors Astraps is 
the total metal area of VDD and VVDD net wires w is the weight 
IRn is the IR drop on node n and IRtarget is the defined IR drop 
target jm is the current density of VDD network branch m jEM is 
the maximum current density defined to prevent electromigration 
(EM) violations.
Asleep , Astraps, IRn and jm are all functions of the VDD network 
grids, wire width and layer, and sleep transistor placement. The IR 
drops and EM current density calculations are based on solution 
of Eq. (1). Asleep and Astraps are calculated based on the number 
sleep transistors and metal area of the VDD network generated 
at an iteration of the optimization. A weight applied to the sleep 
transistor area directs the optimization to focus more on the sleep 
transistor area than the VDD network metal area, because the sleep 
transistor area is more expensive than the metal area.
In successive iterations, the Synopsys Power Network Synthesis 
(PNS) tool optimizes the various aspects of the power network, 
evaluates the object function Eq. (2), and checks for optimization 
convergence. The sleep transistor distribution optimization is 
integrated into the process through the fake via distribution, which 
is optimized with the power networks. A heuristic method adjusts 
the network grid pitches and wire widths and the number and 
positions of the sleep transistors modeled as the fake vias.
Layout constraints (described below) guide sleep transistor 
placement. To speed up the synthesis, however, the power networks 
and sleep transistors are not laid out during the optimization 
iterations. 
The synthesis flow includes the following steps. First, the PNS 
tool generates an initial sleep transistor power network using 
the heuristic method based on the parameters discussed earlier. 
Because the design has not been placed in layout at the power-
planning stage, the necessary cell current signatures are based on 

worst-case power, supply voltage and an assumption of uniformly 
distributed cell placement. (If a design layout is available, e.g. 
through a pipe-cleaning timing closure run, then you can obtain 
more accurate cell current signatures from a power analysis.)
Next, the PNS tool optimizes the network by solving Eq. (2) 
iteratively. In each optimization iteration, the tool obtains voltages 
at the network nodes by solving Eq. (1), and calculates the node 
IR drops and branch current densities based on the node voltages. 
Then, the objective function is evaluated and, if it does not 
converge, the tool adjusts the network based on the suggested 
parameters from the optimization engine. The parameters are 
checked against the defined layout constraints, including minimum 
and maximum width of wires in various layers, and min/max 
power grid pitch. If any violations have occurred, the parameters 
are further adjusted using heuristic methods such as scaling up 
power grid pitch when the strap wire width is smaller than the 
defined minimum wire width and scaling down if the wire width 
becomes larger than the maximum wire width. The adjustment 
of sleep transistor insertion and placement is done through the 
adjustment of the fake via distribution.
After the optimization converges, the power straps and via array 
stacks are created in layout complying with process and design-
specific layout rules. The sleep transistors are inserted into the 
design and placed in layout based on the positions of the fake vias. 
The layout constraints of the sleep transistors are verified, and their 
power and control signal pins are connected accordingly.
Layout constraints:
The sleep transistors in commercial power-gating designs are often 
designed to occupy two rows of standard cell placement to optimize 
the Ion/Ioff ratio and area efficiency. Consequently, power/ground 
rails in the metal-1 layer need to be correctly aligned with the 
VVDD and VSS rails of the mirrored standard cell rows where 
VVDD and VSS of two adjacent rows abut. The sleep transistor 
shown on the VDD rail  in fig. 3 shows the correct alignment. 
The other sleep transistor in this layout is shown in an incorrect 
placement because the transistor’s VVDD rail is misaligned with 
the VSS rails of the standard cell rows.

3. A sleep transistor incorrectly placed due to misalignment.
Besides metal-1 rail alignment, the sleep transistors need to be 
placed as close as possible to the metal straps of the permanent 
power supply and virtual power supply to minimize IR drops. 
Under the power straps, sleep transistors can get direct connections 
to power supplies through low-resistance via-array stacks.

IV. Results
Tests of the fake-via method for power network synthesis have 
shown that it produces significantly better networks than a script-
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based custom method. The latter is a heuristic method based on 
chip size and average power dissipation. This script method 
focuses on sleep transistor effect on IR drop but cannot optimize 
the power network for various design types. Consequently, the 
sleep transistor power networks produced by the custom method 
are the same in all three designs.
The fake-via and script methods were compared on three designs 
that had the same chip area but different power dissipations 
due to differences in clock speed, design complexity and cell 
utilization. These three test cases represented non-timing-
critical, normal and timing-critical designs, with power 
dissipations  of  1W,  1.2W  and  1.4W,  respectively.  All  of 
the designs targeted a 90nm process with six metal layers. 
>
Table 1 lists the results of the tests. The fake-via method decreased 
max IR drop in every case by at least 13 percent. Even with 
many more sleep transistors, the networks generated by the script 
methods have larger IR drops.

Table 1: Some Example of Sleep Transistor Area Resulting from 
Power Network Synthesis

The fake-via method also achieved significant reductions in the 
silicon area of the sleep transistors, decreasing this area by 74, 
64 and 58 percent, respectively. At the same time, the method 
increased the metal area of the power straps by 29, 24 and 25 
percent, respectively. However, this metal area has a much smaller 
impact on silicon usage than the sleep transistor silicon area 
because the six layers of metal are accounted for in the area. The 
new method’s average area savings of 65 percent for the sleep 
transistors is highly significant and valuable for commercial low-
power designs
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