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Abstract
A recent trend in high performance computing has been 
towards the use of parallel processing to solve computationally-
intensive problems. Several parallel architectures, which 
offer corresponding increases in performance as the number 
of processors is increased, have been designed in the last few 
years. As the number of components on a given chip increase in 
this billion transistor era, System on Chip (SoC) architectures 
become ever more powerful. Key to this architecture is the 
ability to integrate multiple heterogeneous components into a 
single architecture, which requires modularity and abstraction. An 
integral part of this architectural design is the methods by which 
the various components communicate with one another. Network 
on Chip (NoC) architectures attempt to address these concerns 
by providing various component level architectures with specific 
interconnection network topologies and routing techniques. The 
choice of architecture, design, and routing strategy can have a 
large impact on performance, power dissipation, and efficient 
usage of area on the silicon chip. Discussed will be the affects of 
topological, architectural and routing design choices on overall 
efficiency and performance.
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I. Introduction
In the area of Embedded Systems, there is a desire to create 
‘Systems On Chips’ (SOC’s); the implementation and integration 
of multiple computer components or entire electronic systems 
(microcontroller, memory blocks, timers, voltage regulators, 
etc.) on a single chip. However, a new and increasingly popular 
research field which addresses some of the concerns of effective 
communication between on-chip components, Network On 
Chip (NoC) design, endeavors to bring network communication 
methodologies to on chip communications, in hopes of improving 
performance over current bus-based systems).  A NoC is constructed 
from multiple point-to-point data links interconnected by switches 
(routers), so that messages can be relayed from any source module 
toany destination module over several links by making routing 
decisions at the switches. Although NoCs can borrow concepts 
and techniques from the well-established domain of computer 
networking, it is impractical to blindly reuse features of “classical” 
computer networks and symmetric multiprocessors.
On chip communications are improved using today’s method 
of bit packet switching by employing either circuit switching or 
packet switching techniques. This technique is of most interest 
when taking into account the increased utilization of multi-
core processor architectures, and the need to economically pipe 
information between cores. But besides the growing use of parallel 
architectures, this technology is also important for effective 
management of increased system architecture complexity, as 
well as efficient use of on-chip wiring. Furthermore, while not 
all approaches to modern day computer networking are applicable 
to NoC design, many (such as routing logic, quality of service 

and throughput) are directly applicable to the design of such 
systems.
The typical approach to present day on-chip communication is the 
centralized bus-based approach, by which the components on a 
particular chip communicate over the shared medium. This design 
requires a centralized arbitration mechanism to avoid contention. 
The single medium and the centralized arbitrator are both inefficient, 
and incur much overhead to maintain and use effectively. A much 
better approach is to create a interconnect topology beforehand, 
and then specify the interface that components should use to 
connect to this interconnected network. This modular approach 
to SoC design also provides for more efficient communication 
through the leveraging of computer networking principles, which 
have been well established for many years. As one can imagine, 
the design choices in terms of architecture routing logic have a 
strong impact on the performance of such chip-based systems.
The main focus of this survey will be on the impact of architectural 
design and implementation on NoC performance. Highlighted 
will be the tradeoffs between the different design strategies with 
respect to system layout, topology, switching methodologies, and 
the categorization/discussion of these concerns.

II. Switching Techniques
Since in every generation, technology shrinks in terms of the 
area needed on chip, it is expected that SoC design will allow for 
modularity in the design phase of SoC development. While ever 
more components and switches will be incorporated onto a given 
chip and the bandwidth between the computational components 
will undoubtedly increase, an efficient, effective, and scalable 
routing/switching methodology does not have to be changed, 
thereby allowing for uniform design and interoperability between 
SoC components, present and future. This section presents an 
overview of the various switching methodologies applicable to 
NoC design, and the performance tradeoffs which they create.

A. Circuit Switching
In Circuit Switching (CS), a physical path is reserved from source 
to destination before the transmission. A header of the message 
is injected into the network, and when it reaches the destination, 
the complete path has been set up and an acknowledgment is sent 
back to source so that message contents may be transmitted at 
the full bandwidth of the hardware path (telephone system). The 
circuit may be released by the destination or by the last few bits 
of the message .

B. Packet Switching
Packet Switching is the practice where data packets include 
routing control information, and payload. Rather than setting up 
the dedicated circuit as in Circuit Switching, intermediate routers 
are now responsible for the routing of individual packets through 
the network, rather than following a single path. Hence, packets 
can travel multiple different paths between two on-chip resources, 
depending on the intermediate routing decisions along the way. 
Since there is no resource allocation taking place, packet switching 
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is considered a switching strategy which best provides for so-
called best-effort services, or those which don’t necessarily have 
crucial time or resource constraints on data communication and 
delivery [1]. In packet switching, there is a need to buffer packets 
in the switch, which implies that switches will take up more space 
on the silicon area.

C. Wormhole and Virtual-Cut Through Switching
In wormhole switching, the message is divided up into smaller, 
fixed length flow units called flits. The first flit sets up a desired 
routing connection, containing the routing information needed 
by the switch, and the subsequent flits simply follow the header. 
When a channel is blocked, the subsequent flits are buffered at their 
current switch. Consequently, message reordering is not required 
since sequential transmission always takes place and messages 
are not interleaved. A drawback to this approach is that, since 
messages are not interleaved, only one message (or collection of 
flits) can be sent over a given physical connection at the same 
time. Thus, multiplexing over a given channel is not allowed, and 
the entire physical channel is occupied until the message is done 
broadcasting in its entirety [2]. The decreased delay and buffer 
size which result in this strategy are the pluses for this design 
approach. The buffer size is significantly
reduced due to the limitation on the number of flits needed to 
be buffered at any given time, namely, no buffer will need to be 
larger than the size of a packet. This upper limit on the buffer size 
yields a smaller switch size, and a larger amount of on-chip space 
can be used for the actual resources.
Virtual-cut through is a switching technique much like the afore 
mentioned wormhole switching. The main difference is that the 
header flit can travel ahead of the remaining flits and undergo 
processing while remaining flits are still navigating the network. 
The ordering criterion remains the same, the only difference being 
the possible separation of the header flit from the remaining flit 
units.

D. Contention
As far as contention resolution is concerned, there are different 
implications of what this entails with respect to packet switching 
vs. circuit switching approaches. Specifically, contention occurs 
when routers or IP blocks attempt to send data over the same 
link at the same time. In the case of circuit switching, selecting 
which stream of data can be sent over a dedicated path requires 
the contention to be resolved at the time of actual connection 
setup, thereby eliminating contention during the time of actual 
data transport [1]. Conversely, with a packet switching scheme, 
contention resolution is handled at a much finer level, namely the 
router buffering and scheduling individual packets of information. 
Furthermore, unlike with circuit switching, it is unknown when 
exactly the packets will be arriving at a given input port, and 
therefore it is impossible to completely avoid contention in a 
packet switched network. In terms of guaranteed service, this 
scheme creates uncertainty. So with packet switching, we obtain 
better overall performance at the cost of increased contention 
and lack of service guarantee for any particular data. With circuit 
switching we lose some efficiency, as will be discussed later, 
in terms of the space on the silicon chip which is utilized for 
communication infrastructure, since we need larger buffers and 
hence larger switches.

III. Interconnection Architectures
A Network on Chip is composed of multiple resources, or IP 
blocks, connected by a mesh or channels intersecting at various 
switches. These switches facilitate the routing of information 
from one block to another so that they may communicate with one 
another through message passing. The switches in this setting have 
buffers for each interface which queue message packets waiting 
for a given destination, much like in a conventional network. The 
physical layout of the NoC can determine the degree of scalability 
and performance of the system as a whole, and just how much 
of an improvement over traditional bus architectures is actually 
attained.

A. CLICHE
The simplest topological configuration, Chip-Level Integration 
of Communicating Heterogeneous Elements (CLICHÉ) [3], is 
a two-dimensional mesh network layout for NoC design. Every 
switch is connected to a specific resource and the number of 
switches is equal to the number of resources. All switches are 
connected to the four closest switches and the target resource 
block, except those on the edge of the layout. The ease of routing 
in this architecture facilitates smaller switch size, higher capacity 
physical channels, and better scalability. The simplicity of such 
a mesh architectural layout allows for the division of the chip 
into processing or resource regions. This abstraction allows for 
different communication protocols to be used within a given region 
and yet adapt via network adapters to the message format used 
for inter-region communication. This is important since different 
protocols may be better suited for a given region than for global 
communication, depending on how the regions are divided and 
what logical grouping and/or function is designated for the 
components within a region. For instance, if high bandwidth is 
desired within a region for some sort of efficient shared memory 
abstraction, or simply dedication of a particular area to a particular 
type of resource such as an FPGA or embedded memory. Kumar 
et al. [3] have shown that for moderate traffic loads, a switch 
buffer size of about 8 messages is sufficient to almost completely 
eliminate the drop probability of a given message. However, if the 
network load is larger than half the capacity, then lost messages 
will persist even when adding substantial capacity to the buffers. 
These results are indicative of the need to try and confine traffic 
to targeted areas within the NoC in order to reduce overall traffic 
loads.

Fig. 1: CLICHE Layout [3]
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B. Folded Torus
The next topology is the Folded Torus layout proposed by Dally 
and Towles [4]. The Folded Torus topology is similar to the mesh 
architecture, except that the wires are wrapped around from the 
top component to the bottom and rightmost to leftmost, thereby 
doubling the bandwidth of a mesh network. This architectural 
layout provides for a longer transmission distance for a given 
communication packet. However, the upside is a lesser hop count 
for any particular packet transmitted. Due to the added wiring, 
a corollary to increased bandwidth is decreased contention. 
Conversely, due to the employment of virtual channel switching 
techniques, the buffer size is relatively large. This, of course, 
increases the amount of space used by switches on the chip itself, 
but increases chip performance due to the lack of dropped or 
misrouted packets in this scheme. The authors stress the need to 
further investigate the tradeoffs between buffer requirements and 
performance in flow-control schemes. Another characteristic of 
this architecture is the usage of larger pin count to transmit wider 
flits of data across wire channels. The authors describe an almost 
300 bit wide broader router channel which can be utilized for 
more efficient data communication. This is in contrast with the 
more narrow channels of many inter-chip routers, typically 8 to 
16 bits in width. The expected chip area consumed by routers in 
the layout is about 6.6%.

Fig. 2: Folded Torus Layout [10]

C. Butterfly Fat Tree
In the Butterfly Fat Tree (BFT) topology [5], the layout is modeled 
in the form of a tree. Each node in the tree is represented by a set 
of coordinates (level, position) where level is the level in the tree 
and position is the spot in right to left ordering. Vertical levels 
are numbered starting at zero at the leaves. The leaves in the 
trees correspond to each Intellectual Property (IP) or component 
block, and the levels above represent one node for each switch, 
and the interconnection hierarchy maps the various connections 
between switches, and switches to components. Each switch is 
allocated two parent ports, and four child ports, or connections. At 
the lowest layer, four components are connected by a single layer 
one switch, a layer two switch connects four layer one switches, 
and a layer one switch can only connect to two layer two switches, 
etc. The number of levels in the interconnection tree is dictated by 
the number of on-chip components which need to be connected. 

But in general, if N is the number of IP blocks in the architecture, 
there will be log4N levels in the tree. Furthermore, the ith level of 
the tree will contain N/2i+1switches. A hallmark of this particular 
design, is the fact that the number of switches needed at each level 
is decreased by a factor of two. However, though the number of 
switches in more simpler layouts such as mesh topologies, requires 
one switch for every four IP blocks, this architecture provides an 
IP block to switch ratio of 2:1. This architecture provides for two 
benefits. First, the logical structuring of the switches is devised 
in such a way that their sizes are consistent and predictable for 
the entire interconnection network, thereby furthering the goal 
of standardization and component-level decomposition. Second, 
traffic aggregation to and from a particular set of IP blocks is 
possible, thereby reducing congestion over any single path. The 
authors advocate the use of wormhole routing protocol in hopes 
of latency and memory buffer size reduction. Total switch area 
amounts to less than 2% of the entire chip space, for sufficiently 
large SoC’s.

Fig. 3: BFT Layout [10]

D. SPIN
The Scalable, Programmable, Integrated Network (SPIN) 
architecture [6], leverages the Butterfly Fat Tree design to some 
degree. For a tree of N leaves (or IP blocks) there are 3N/4 total 
switches. However, even though the ratio of level 0 IP nodes to 
level 1 switch nodes is the same (4:1), all levels of switches have 
the same amount. Specifically, the number of parent ports is the 
same as the number of child ports for every switch in the tree, 
and every level of switches has the same number of switches. 
Furthermore, the size of the network grows like (NlogN)/8. The 
main rationale behind this approach is preservation of bisection 
throughput. Namely, if there are as many parents as children in 
most layers, then this property is preserved. Also, the idea that 
a point to point link in this topology should have the ability to 
take on the throughput of centralized shared-bus scheme is a 
further inspiration for this design. In order to reduce contention 
in the network, the routers are free to utilize redundant paths 
contained within the fat-tree structure, a feature the authors refer 
to as ‘adaptivity.’ However, due to higher usage of on-chip space 
by infrastructure components, SPIN trades area overhead and 
decreased power efficiency for higher throughput, more so than 
the Butterfly Fat Tree. This is yet another example of the design 
tradeoffs between performance and power consumption.
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Fig. 4: SPIN Layout [6]

E. Octagon
The Octagon architecture [7], each component never has to take 
more than a two-hop path to communicate with one another. 
The basic model is an eight component topology with twelve 
bidirectional communication links. Of course, a larger number of 
components and links can be used, but the overall structure is the 
same. The components are arranged in a ring, with one link between 
each, and one link from each component to a central connection 
point. In other words, each component has three connections, one 
for its neighbor to the left, one for its neighbor to the right (thereby 
creating the ‘ring’) and one to the central connection point. This 
topology has some key advantages. First, as stated before, there 
is two-hop communication between any two components in the 
SoC. High throughput is enjoyed by this layout, due to the fact that 
the number of non-overlapping communication paths is increased. 
The architecture lends itself to the implementation of a simple 
shortest-path routing algorithm. 

Fig. 5: Octagon Layout [10]

IV. Power Efficiency
In general, when comparing bus-based architectures to network 
based, an efficient network layout can enable a much better power 
utilization over bus architectures. In particular, an efficient switch 
layout can minimize the wire lengths and capacitance load switched 
every transaction over the bus approach. This will in turn yield 
a lower dynamic power usage [8]. Furthermore, the bus-based 
architecture uses bus wait/retry cycles to solve contention related 
issues, which results in further increase of dynamic power. Yet, in the 
network approach, this is not a concern. Static power consumption 
is also correspondingly lower for NoC architectures since static 

power consumption is roughly proportional to the silicon area of 
the NoC, and NoC area needed is typically much less than other 
SoC’s with a bus-based communication infrastructure.

A. Architectures
With respect to the power utilization/dissipation of specific 
NoC architectures, it is generally recognized that there are two 
causes for dissipation, switches and wire segments. According to 
Banerjee et al. [9], the authors note that there are many parameters 
in the architectural design phase which can affect the key trade-
off of performance vs. power dissipation; such as the length 
of physical wires, the width of these physical wires, switching 
techniques employed, buffer allocation, routing algorithms, types 
of guaranteed/not guaranteed service levels, and the implications 
of the topology itself. While it is an open question as to the precise 
effects of these choices on power efficiency, there has been some 
work to try and obtain hard data to characterize topological designs 
and their impacts on power utilization.
Pande et al. [10], used a simulator to investigate various metrics, 
including energy dissipation, with respect to the five main 
architectures (SPIN, Octogon, Folded Torus, Butterfly Fat Tree 
(BFT), and CLICHÉ). The comparative analysis was done with 
respect to average dynamic energy dissipated per event. The 
action of a packet moving from one resource block to another 
being defined as the event. When measured as a function of the 
number of virtual channels, it was found that energy dissipation 
increases linearly with the increase of virtual channels for all 
five architectures [10]. Furthermore, the authors also note that 
a small number of virtual channels will keep energy dissipation 
low without giving up throughput. When the traffic load was 
analyzed, it was found that the energy dissipation reached an 
upper limit when throughput was maximized. In other words, 
energy dissipation did not increase beyond the point where the 
introduction of additional traffic would not contribute to the 
amount of link saturation. In general, it is inferred from results such 
as those mentioned above that architectures with more elaborate 
topologies, and therefore higher degrees of connectivity (such as 
SPIN and Octagon) have a higher much greater energy dissipation 
on average, at this saturation point, than do others. Again, we see 
the tradeoff though, because these two architectures yield higher 
throughputs and lower latencies as a result of the higher degrees 
of connectivity.

B. Switching
The essential problem in switching, with respect to power efficiency, 
is how to route information from block A to block B in such a way 
that the constraints on energy consumption are maintained. Banerjee 
et al. [9], address this issue through a modeling approach based on a 
4x4 mesh based NoC architecture. Specifically, the authors looked 
at the merits of Virtual-cut Through Switching versus Wormhole 
Switching with respect to energy dissipation. They found that for 
both routing techniques, energy dissipation rises linearly with the 
injection rate of data packets until the network is fully congested, 
after which the dissipation is constant. Further, regardless of the 
number of virtual channels, both techniques yielded the same 
power consumption. Though the techniques seemed to perform the 
same, Virtual-Cut Through switching produces higher acceptance 
rates and lower latencies than Wormhole Switching. Thus, for the 
same cost in energy consumption, Virtual-Cut Through switching 
appears to perform the best.
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V. Conclusion
In this paper, we discussed the emerging field of Network on 
Chip research and design. Migration from the traditional model 
of shared bus as a primary transmission medium to a more general 
interconnection network eliminates the need for a centralized 
traffic control mechanism, decreases contention, and allows higher 
throughput for on-chip communications. That being said, we have 
many choices with respect to which particular architecture to 
implement. The most important choice in NoC design appears 
to be which architecture to use and why. This decision must 
be based on the constraints which exist for the application of 
this particular technology. The main constraints discussed were 
throughput performance, efficient utilization of silicon chip space, 
and energy dissipation. We have seen how the layout of a particular 
architecture can effect power consumption and performance. It 
was shown that increases in energy dissipation can vary inversely 
with respect to throughput increases and delay decreases. Another 
illustration of the many design tradeoffs which are inherent in the 
choice of NoC architecture.
Also discussed, were routing strategies and how they effect the 
performance of a given architecture. The main impacts discussed 
were the interplay between routing strategy and buffer size 
requirements. Though there are many similarities between the 
inter-chip and intra-chip networking strategies, further research 
is needed for the intra-chip methodologies to be standardized. 
Throughput was also a main point of discussion and contention 
reduction should be viewed as a concern as well. Finally, the 
issue of power dissipation was covered. With respect to specific 
architectures, more elaborate layouts with higher degrees 
of connectivity (SPIN and Octagon) were seen to have much 
higher rates of dissipation. The tradeoff for which being the 
increased throughput and decreased latency provided by these 
two topologies. Energy dissipation should also be considered with 
respect to routing paradigm. In particular, we say that since the 
dissipation increased linearly with the increase in injection traffic, 
for a generic mesh based NoC architecture, for both Wormhole and 
Virtual Cut through routing schemes, that the metric which pushes 
Virtual Cut Through into the winning category is the decreased 
latency provided by this strategy. In the end, the engineer must 
decide which is more important, communication reliability and 
energy efficiency, or increased throughput and decreased latency. 
These are the major tradeoffs one must consider with the design 
of a new NoC architecture.
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