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Abstract
UNIX is the most widely used operating system in the industry 
finding application not only in standalone systems but also in 
core networked systems. Constantly growing in size and power, 
UNIX and several flavors of UNIX-like operating systems are 
responsible for handling a majority of the industry needs. All the 
major servers in the world are derived from one or the other flavor 
of UNIX operating system. The UNIX File System (UFS) is the 
native file system used by many UNIX and UNIX-like operating 
systems. However, the current file system implementation of UFS 
does not remember which user last modified a file and thus allow 
anonymous modification. The paper presents a new field named 
muid. The file system will store the User Id of the user, modifying 
a file, in the proposed field. The approach relies on storing the 
muid field on the disk with other metadata associated with every 
file. Users or administrators can find out which user last modified 
a file by firing a simple command (the well-known ls command). 
We also report in this paper the prototype implementation for the 
new field in a FreeBSD kernel.
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I. Introduction
UNIX systems are known to be one of the most reliable and robust 
systems in the Information World. UFS or UNIX File System is 
native to many flavors of UNIX. But the file system design lacks 
the functionality of knowing which user last modified a file, which 
is critical to the security of a file.
The current implementation of UFS and most other file systems 
is such that the owner of a file determines which users should 
be given what level of access to a file. The owner can grant 
permissions to other users and also revoke them. If a user who 
has clandestine malicious motives is granted permission by the 
owner, the user can very well perform malicious modification to 
the file. Under the present implementation, the owner can never 
really know who amongst the various users having modification 
rights to the file, did the malicious modification.
This paper presents a new architecture in which every modification 
to a file causes the muid field to be updated in the metadata of 
the file in consideration; which stores the user ID of the user who 
modified the file. The goal of this new architecture is to remove 
the anonymity of each file modification operation. Section III and 
Section IV respectively describe the design and implementation 
of prototype solution to the problem.

II. File System Basics
The original UNIX system has simple and eloquent file system 
facilities. File system input/output is buffered by the kernel; there 
are no alignment constraints on data transfers and all operations 
are made to appear synchronous. All transfers to the disk are 
minimum 512-byte blocks [6], which can be placed arbitrarily 
within the data area of the file system. Virtually no constraints 
other than available disk space are placed on file growth.

A. File System Layout
The file system layout is as shown in fig. 1, it is described in 
brief below:

Fig. 1: File System Layout

Boot Block, as the name suggests, is used to initialize and • 
boot the operating system. It is present at the beginning of a 
file system (or partition), generally in the first few sectors.
Super Block provides vital information about the file system • 
as a whole - how large the file system is, how many files can 
be stored, number and location (index) of unallocated space 
on the system, information about the size of the file descriptor 
area (Inode List), along with the file descriptor of the root 
directory. The super block also stores the time that the file 
system was modified, created and last used.
Inode List contains information about each file in the file • 
system, stored in a kernel data structure called an inode. The 
concept and structure of an inode is explained in the following 
subsection.
 Data Blocks start at the end of inode list. Data Blocks contain • 
the actual contents of the files, stored as a stream of bytes. The 
data blocks are referenced using direct or indirect pointers 
from the inode data structure of the respective file [1].

B. Concept and Structure of Inode
The data structure responsible for maintaining metadata of all 
the files in UNIX File System is called the inode data structure. 
Everything in UNIX is stored as a file; be it a regular file, directory, 
character-special device, a block special device or even a socket 
or a pipe [1]. An inode stores all the information about a file 
system object, except its data and name. 
Each inode is referenced by a “device + inode number” pair. Each 
file is assigned an inode number which is unique within that file 
system making the inode a handle into the file table. The present 
inode (File Descriptor) structure contains a description of the disk 
layout of the file data and other information such as 

File Owner / Group Owner (uid/gid)• 
Access permission (r-w-x-) of the file owner, group and other • 
users. 
File Access Time (atime): Changes when a file is read or • 
accessed.
File Modification Time (mtime): Changes when a file is • 
modified.
Inode Change Time (ctime): Changes when a field of the • 
inode changes i.e. the inode changes.
Other Information such as System and user flags, link count • 
etc. [5].

C. The Vnode Layer
Most versions of UNIX, facilitate access to different file systems 
by employing a file system independent layer that mediates access 
to different file systems.
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A vnode is a generic representation which provides a uniform 
interface of a file or directory to the rest of the kernel, regardless 
of the underlying file system. A vnode corresponds to an inode 
in a real file system. All file manipulation is done with a vnode 
object [2].
A block diagram of the architecture is shown in Fig. 2. The file 
system independent layer is referred to as the vnode layer. The 
file system implementation dependent layer is called by the file 
system type it implements (e.g. UFS, ZFS, NFS etc.).

Fig. 2: Vnode Architecture Block Diagram

D. Current File System Implementation and Utilities
The primary goal of any file system is storage, retrieval and security 
of user files as well as system files. In a multiuser environment, 
it is in the province of the file system to check access permission 
for files and refuse access to prohibited users. A user who has 
access rights to a file can access and modify the file without 
having the username recorded by the file system, consequently 
this modification becomes anonymous.
When multiple users have access rights to a same file, malicious 
modification can be made by any user in a group. Certain 
operating system utilities, however, can be used to trace any file 
modification back to the user. UNIX provides the provision of 
certain commands like “ls -l” which read and display the contents 
of the inode data structure, as shown in fig. 3.  The ls command 
which reads or displays the inode information will display only 
the last modification time mtime, without yielding the user who 
last modified the file. Every time a file is modified in UNIX File 
System, the modification time field in the inode data structure i.e. 
mtime changes accordingly. There exists no field in the existing 
version of the inode data structure that holds the Username or 
User ID of the user who last modified a particular file.

Fig. 3: A Sample Output of “ls-l” Command

A UNIX utility called last lists the sessions of users, ttys (terminals) 
and hosts. It can also provide the details of all the users logged in 
at a specific date and time snapshot [4]. Using the “last” utility 
and modification time of a file, the file modification can be traced 
to a user. But if more than one user is logged in around the same 
timestamp as that of the file modification; a set of suspicious users 
are uncovered, however it does not pinpoint the culprit.
A UNIX utility history stores a list of commands fired by each user. 
This utility can be used to associate a user to a file modification. 
However, the history utility stores only a limited number of 
commands [4]. Therefore, when the command buffer is full, the 
older commands are overwritten. In a scenario similar to that 
explained in Section 1, the history utility can prove to be helpful 
to trace a modification to a user. But, in larger systems, there are 
thousands of users, checking the command buffer of each user in 
the system is very tedious and sometimes impossible. 
Furthermore, another UNIX utility called touch can change the 
access and modification times of a file. Given that the mtime field 
is the only evidence that points to a file modification in UNIX, 
the touch utility can be used for destroying the evidence of a 
file modification or falsifying evidence of a modification. Using 
this utility, makes it literally impossible to know which user last 
modified a file.
So it is evident that no UNIX utility or file system data structure 
is instrumental in finding the anonymous user responsible for last 
file modification. 

III. Proposed Solution
The solution to anonymous modification is to add a new data field 
in the file system which would store the user ID of the user who 
modifies a file. This new field has been named muid. The field 
and the modification to the file system, to accommodate the new 
field, should satisfy the following design considerations.
Design Considerations:

The muid data field should be stored with other metadata • 
fields of a file.
The addition of muid field should not disturb the disk storage • 
implementation of metadata. 
The addition of muid field should not result in creation of an • 
incompatible file system format.
The data from the muid should flow seamlessly from the • 
physical device to kernel space and finally to the user 
space. 
The modification to the file system implementation should • 
not result in loss of stability of the file system
The modification should not result in loss of data or • 
metadata
The muid field should be initialized correctly• 
Modification of a file in any way, should produce a change • 
in the muid field
Finally, appropriate utilities should be developed to display • 
the data of the muid field to the user

IV. Implementation

A. Overview
A prototype is implemented in FreeBSD 8.2 - Release. The proposed 
modifications have been made to the UFS implementation and also 
to the FreeBSD kernel to integrate the muid field. The vnode layer 
interface of FreeBSD has also been augmented to accommodate 
the new field. Moreover, some UNIX utilities which are used to 
display or write to the metadata of a file also need some changes; 
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all other utilities work fine without any change. All these changes 
can be installed on any currently working system by use of a patch 
that has been developed.

B. Design
The prototype has been implemented in the following three 
steps:

Addition of the muid field.1. 
Data storage in the muid field. 2. 
Data retrieval from the muid field.3. 

The aforementioned steps are detailed below

1. Addition of the Muid Field
The new field, muid, needs to be stored with other metadata 
associated with a file. The metadata of every file is stored on 
disk in a structure called dinode. There are two variants of the 
dinode structure in UFS called ufs1_dinode and ufs2_dinode. 
The new field need not be added to UFS1, as its use has been 
depreciated for quite some time. A spare padding field, provided 
in the ufs2_dinode structure, is utilized for the proposed field 
(di_muid). Use of padding to define muid does not disturb the 
size and disk storage implementation of the structure. 
The inode structure contains a reference to the dinode structure, 
thereby rendering the addition of the new field needless. To 
facilitate seamless flow of data from dinode structure to the vnode 
layer and finally to the user space, the structures analogous to 
dinode in vnode layer and user space also need to be changed. 
The stat structure stores all the metadata in user space, present 
in the data structure dinode. A new field st_muid is added to the 
struct stat which stores the inode information present in di_muid. 
The structure that acts as an interface between the dinode and 
stat in vnode layer is struct vattr [2]. A field va_muid is added to 
the structure vattr. The addition of new fields in all the structures 
associated with storage of metadata of files, without changing or 
overriding any present data fields, guarantees that the data and 
metadata in the file is consistent.

2. Data Storage in the Muid Field 
Any modification to files should result in updating of the muid 
field. The best approach to update the muid field is when the 
modification time for that file is changed. In order to change the 
modification time in disk inode i.e. the dinode structure, a lock is 
acquired on the vnode layer pointer [2]. The locking mechanism 
prohibits other processes from accessing the data fields in dinode, 
while they are being changed. It is only after entering the critical 
section, that the modification time of a file is changed. Therefore, 
the proposed update to the Modifying User ID field (muid) is 
during this lock. 
The user ID of the user currently modifying the file is acquired from 
the user credentials of the currently running thread. In FreeBSD, 
the current thread is defined as a struct thread pointer curthread, 
in <pcpu.h>. This global data structure contains a reference to the 
thread owner’s Real User-ID. At any particular instance, the user 
modifying a particular file would be the same as the owner of the 
current thread.  Therefore, the muid field is assigned the value of 
the Real User-ID from curthread pointer.

3. Data Retrieval from the Muid Field
The data from the muid field has to be transferred from the ufs2_
dinode structure to the stat structure, so that it can be displayed 
to the user. The contents of the dinode structure are retrieved 
into the stat structure when the stat system call gets executed. 

The vattr structure gets its value from the ufs2_dinode structure 
when ufs_getattr() function is executed. Subsequently, this value 
is then copied to st_muid field by the vnode operation vn_stat(). 
Appropriate modifications, pertaining to a file’s metadata, are 
added to all these functions as well as the stat system call to 
transfer the value of di_muid to va_muid and finally to st_muid. 
These modifications conclude the changes to be implemented in 
the file system. 

Fig. 4: Sample Output of “ls-M”

Finally, to display data from the stat structure which is the inode 
structure of UFS in user-space, some modification is needed in 
the ls and stat utility of FreeBSD. A new option is created for the 
ls command is “M”. When the command is used with “M” option, 
it displays all the information of the inode including the contents 
of the muid field. A sample output of the new ls utility is shown 
in fig. 4. Similarly the stat command is tweaked so as to display 
the new field, thereby giving the final touches to the prototype.

IV. Performance Test Setup and Result 
The performance of the above mentioned prototype is measured 
using a file system benchmark testing tool called Iozone [7].
The file system was tested for all tests that are supported by 
the performance testing tool. The performance of the original 
UNIX File System is compared with the performance of newly 
implemented prototype. The performance of the file system can 
be defined as the Data Transfer Rate (DTR) for a File Size (FS) 
KBytes with Record Size (RS) KBytes. The sections below 
describe in detail the test result of one of the test.

A. Write Test
Write test measures the performance of the file system when a 
new file is written. When a new file is created not only is the file 
data stored but also all the metadata fields are also stored. The 
new field muid is part of the metadata so this test is the most 
important test.

Fig. 5(a): Write Test Result for UFS

Fig. 5(a) shows the performance of the original UNIX File System 
under the write test and fig. 5(b) depicts the performance of the 
newly implemented prototype. It is evident from both the graphs 
that the performance of the original file system and the prototype is 
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comparable. Thus it is evident that there has been no performance 
degradation in UNIX File System even after implementing the 
changes proposed in the earlier section. All other tests results also 
affirm that no performance degradation has occurred due to the 
modification to the UNIX File System.

Fig. 5(b): Write Test Result for Prototype

V. Conclusion
The prototype presented above provides a solution to a somewhat 
flawed UFS. The prototype recognizes any possible way of file 
modification and updates the muid field. The analysis and testing 
of the prototype has proved that the modification made to the file 
system does not result in any loss of data or stability and also does 
not result in performance degradation. The other file systems or 
unmodified version of UFS perform normally when mounted to 
the modified kernel. The change to file system does not affect 
the existing applications and infrastructure. Moreover, the file 
management tools and utilities work normally, with changed file 
system, reducing any administrative overhead.

VI. Status and Future Work
The work on prototype has been completed. The development of 
a patch is also completed. Moreover, all UNIX utilities other than 
ls and stat that can make use of the muid field are being modified 
to accommodate this new field. We are also in the process of 
developing a mechanism by which the file system will remember 
more than one modification to a file. Furthermore, integrating a 
similar functionality in other file systems is also in the pipeline. 
Lastly, a user survey is being carried out as a beta test.

References
[1] Maurice J. Bach,“The design of the UNIX Operating System”, 

Prentice Hall.
[2] S.R. Kleiman,"Vnodes: An Architecture for Multiple File 

System Types in Sun UNIX”, in Usenix-stc'93 Proceedings 
of the USENIX Summer 1993 Technical Conference on 
Summer technical conference, Vol. 1.

[3] FreeBSD Handbook,"The FreeBSD Documentation Project", 
1999.

[4] FreeBSD Developers’ Handbook, The FreeBSD 
Documentation Project, 2000

[5] Marshall Kirk McKusick, George V. Neville-Neil,"The 
Design and Implementation of the FreeBSD Operating 
System", Boston: Addison Wesley, 2004.

[6] Marshall Kirk McKusick, William N. Joy, Samuel J. Leffler 
and Robert S. Fabry,“A Fast File System for UNIX".

[7] IOZone FileSystem Benchmark [Online] Available: http://
www.iozone.org

Vishesh Tanksale received his Bachelor 
of Engineering Degree in Information 
Technology (IT) from MAEER’S 
Maharashtra Institute of Technology 
College of Engineering (MITCOE), 
Pune, India in 2012. His research interests 
include operating systems, distributed 
systems, programming language. He is 
currently working as Software Engineer 
at Geometric Limited.

Siddhant Arya received his Bachelor 
of Engineering degree in Information 
Technology from MAEER’s Maharashtra 
Institute of Technology, College of 
Engineering, University of Pune in 2012. 
His research interests include Operating 
Systems, Embedded Systems, Real-
Time Systems, Distributed Systems 
etc. He obtained Summer Training and 

Internship at ThinkLabs, IIT Bombay for 
ARM Programming and worked as a Development Engineer in 
CalSoft Pvt. Ltd. At present, he is engaged in freelance software 
development.

Bhavik Shah received his Bachelor of 
Engineering Degree in Information Techno-
logy (IT) from MAEER’S Maharashtra 
Institute of Technology College of Enginee-
ring (MITCOE), Pune, India in 2012. 
His research interest includes Operating 
Systems, Distributed Systems, Embedded 
Systems, Real-Time Systems, etc. At 
present; he is working at Cybage Software 
Pvt. Ltd. as a Software Engineer.


