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Abstract
Architectural advances of recent years, coupled with the growing 
availability of networked computers, have led to a new style 
of computing, called concurrent programming, which allows 
multiple computations to occur simultaneously in cooperation 
with each other. Concurrent programming has become ubiquitous, 
but today’s idly-used concurrent programming models provide 
few safety guarantees, making it easy to write code with subtle 
errors. In this article the process of the Concurrent Programming 
is described with ways to implement it.
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I. Introduction
Architectural advances of recent years, coupled with the growing 
availability of networked computers, have led to a new style of 
computing, called concurrent programming, that allows multiple 
computations to occur simultaneously in cooperation with each 
other.
In a concurrent program, several streams of operations may 
execute concurrently. Each stream of operations executes as it 
would in a sequential program except for the fact that streams can 
communicate and interfere with one another. Each such sequence 
of instructions is called a thread. For this reason, sequential 
programs are often called single-threaded programs. When a 
multi-threaded program executes, the operations in its various 
threads are interleaved in an unpredictable order subject to the 
constraints imposed by explicit synchronization operations that 
may be embedded in the code. The operations for each stream are 
strictly ordered, but the interleaving of operations from a collection 
of streams is undetermined and depends on the vagaries of a 
particular execution of the program. One stream may run very 
fast while another does not run at all. In the absence of fairness 
guarantees (discussed below), a given thread can starve unless it 
is the only ``runnable’’ thread.
A thread is runnable unless it executes a special operation 
requiring synchronization that waits until a particular condition 
occurs. If more than one thread is runnable, all but one thread 
may starve (make no progress because none of its operations are 
being executed) unless the language makes a fairness guarantee. 
A fairness guarantee states that the next operation in a runnable 
thread eventually will execute. The Java language specification 
currently makes no fairness guarantees but most Java Virtual 
Machines guarantee fairness.
Threads can communicate with each other in a variety of ways 
that we will discuss in detail later in this section. The Java 
programming language relies primarily on shared variables to 
support communication between processes, but it also supports 
an explicit signaling mechanism.
In general, writing concurrent programs is extremely difficult 
because the multiplicity of possible interleavings of operations 
among threads means that program execution is non-deterministic. 
For this reason, program bugs may be difficult to reproduce. 
Furthermore, the complexity introduced by multiple threads and 
their potential interactions makes programs much more difficult 

to analyze and reason about difficult to analyze and reason 
about. Fortunately, many concurrent programs including most 
GUI applications follow stylized design patterns that control the 
underlying complexity.

II. Concurrent Programming Overview
Applications that use application-level concurrency are known 
as concurrent programs. Modern operating systems provide three 
basic approaches for building concurrent programs:

A. Processes
With this approach, each logical control flow is a process that is 
scheduled and maintained by the kernel. Since processes have 
separate virtual address spaces, flows that want to communicate 
with each other must use some kind of explicit interprocess 
communication (IPC) mechanism.

B. I/O Multiplexing
This is a form of concurrent programming where applications 
explicitly schedule their own logical flows in the context of a 
single process. Logical flows are modeled as state machines that 
the main program explicitly transitions from state to state as a 
result of data arriving on file descriptors. Since the program is a 
single process, all flows share the same address space.

C. Threads
Threads are logical flows that run in the context of a single process 
and are scheduled by the kernel. You can think of threads as a 
hybrid of the other two approaches, scheduled by the kernel like 
process flows, and sharing the same virtual address space like 
I/O multiplexing flows.

1. Concurrent Programming With Processes
A concurrent program is with processes, which uses functions 
such as fork, exec, and waitpid. A concurrent server accepts client 
connection requests in the parent, and then creates a new child 
process to service each new client. It spawns separate process 
for each client

Fig. 1:

Suppose we have two clients and a server. Now suppose that the 
server accepts a connection request from client 1 and returns a 
connected descriptor.
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After accepting the connection request, the server forks a child, 
which gets a complete copy of the server’s descriptor table. The 
child closes its copy of listening descriptor 3, and the parent closes 
its copy of connected descriptor 4, since they are no longer needed. 
This gives us the situation, where the child process is busy servicing 
the client. Since the connected descriptors in the parent and child 
each point to the same file table entry, it is crucial for the parent 
to close its copy of the connected descriptor. Otherwise, the file 
table entry for connected descriptor 4 will never be released, and 
the resulting memory leak will eventually consume the available 
memory and crash the system.
Now suppose that after the parent creates the child for client 1, 
it accepts a new connection request from client 2 and returns a 
new connected descriptor.

2. Concurrent Programming with I/O Multiplexing

(i). Select Function 
Allows the process to instruct the kernel to wait for any one of 
multiple events to occur and to wake up the process only when 
one or more of these events occurs or when a specified amount 
of time has passed.

Fig. 2:

Possibilities for select function
Wait forever : return only when descriptor (s) is ready (specify • 
timeout argument as NULL)
wait up to a fixed amount of time• 
Do not wait at all: return immediately after checking the • 
descriptors. Polling (specify timeout argument as pointing 
to a timeval structure where the timer value is 0)

(ii). Descriptor Sets
It is an Array of integers where each bit in each integer corresponds 
to a descriptor (fd_set). The 4 macros for maupulating descriptor 
set are

void  FD_ZERO(fd_set *fdset);         /* clear all bits in fdset • 
*/
void  FD_SET(int fd, fd_set *fdset); /* turn on the bit for • 
fd in fdset */
void  FD_CLR(int fd, fd_set *fdset); /* turn off the bit for • 
fd in fdset*/
int  FD_ISSET(int fd, fd_set *fdset);/* is the bit for fd on • 
in fdset ? */

3. Concurrent Programming with Threads
A thread is an independent sequential execution path through 
a program. Conceptually, a thread has at one end the point of 

execution that is moving through the program, and the path taken 
by that point of execution forms a trail through the program. This 
analogy can be likened to a “thread of consciousness”, which 
is the train of thoughts that lead to an idea or answer. Often a 
thread is illustrated by a needle with a thread trailing behind it 
showing where the point of the needle has been in the program. 
The most important property of a thread, and the aspect producing 
concurrency, is scheduling execution separately and independently 
among threads.
A process is a program component that combines a thread and an 
execution state into a single programming language or operating 
system construct. Concurrent execution is any situation in which 
execution of multiple processes or tasks appears to be performed 
in parallel. Again, it is the threads of control associated with 
processes and tasks that result in concurrent execution.
Concurrent programming requires the ability to specify the 
following 3 mechanisms in a programming language.

thread creation and termination;• 
thread synchronization;• 
thread communication.• 

(i). Thread Creation/Termination: COBEGIN/COEND
Another mechanism for starting threads is a fictitious COBEGIN . .  
COEND statement3, where CO stands for concurrent. COBEGIN 
creates a block out of a statement list, just like BEGIN; the 
difference is that each statement is executed concurrently. That is, 
a new thread is created for each statement, which starts execution 
at the beginning of the statement and terminates at the end of 
the statement. Furthermore, the thread that starts the COBEGIN 
blocks at the COEND until all the threads created in the block 
have terminated, for example:

Table 1:
PROGRAM p
PROCEDURE p1(. . .) . . .
PROCEDURE p2(. . .) . . .
PROCEDURE p3(. . .) . . .
BEGIN
COBEGIN  // each statement in the block starts executing 
concurrently
i := 1;
p1(5);      // order and speed of thread execution is unknown
p2(7);
p3(9);
COEND // all threads finish before control reaches here
END

Cobegin/coend blocks are better structured:
cobegin   P1 || P2 || ... || Pn   coend

Fig. 3:
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(ii). Synchronization and Communication 
There are many cases where tasks need to synchronize and 
communicate during their lifetime. For communication, one task 
has to be ready to transmit the information and the other has to 
be ready to receive it, simultaneously. Otherwise data may be 
transmitted when no one is receiving, or received before it is 
transmitted.

Fig. 4:

Semaphores were introduced by Dijkstra (1968) as a higher-level 
primitive for process synchronization. A semaphore is a non-
negative, integer-valued variable s with two operations:
> P(s):
— delays until s>0
— then, atomically executes s := s-1
> V(s)
— atomically executes s:= s+1

A thread waits for permission to proceed and then signals that it 
has proceeded by performing a P operation on the semaphore. The 
semantics of the operation are such that the thread must wait until 
the semaphore’s value is positive, then change the semaphore’s 
value by subtracting one from it. When it is finished, the thread 
performs a V operation, which changes the semaphore’s value 
by adding one to it. It is crucial that these operations take place 
atomically—they cannot be subdivided into pieces between 
which other actions on the semaphore can take place. In the P 
operation, the semaphore’s value must be positive just before it 
is decremented.
There are two basic sorts of semaphores: binary semaphores, 
which never take on values other than zero or one, and counting 
semaphores, which can take on arbitrary nonnegative values.
A binary semaphore ensures that at most one thread can execute 
the code in a critical region at any time. It guarantees mutually 
exclusive access to the critical sections. For this reason, a semaphore 
is also called mutex, P is called locking and V is called unlocking. 
Many problems can be solved using binary semaphores, which 
take on values 0 or 1.

Table 2:
process P1
loop
P (mutex) { wants to 
enter }
Critical Section
V (mutex) { exits }
Non-critical Section
end
end

process P2
loop
P (mutex)
Critical Section
V (mutex)
Non-critical Section
end
end

(a). Monitors
A monitor encapsulates resources and operations that manipulate 
them. Combine a shared variable and the possible operations on it 
in a single, syntactic construct called a monitor. The basic monitor 
is an abstract data type combining shared data with serialization 
of its modification through the operations on it. a monitor is an 
object with mutual exclusion defined by a monitor type that has 
all the properties of a class. In addition, it has an implicit mutual-
exclusion property, like a critical region, i.e., only one task at a 
time can be executing a monitor operation on the shared data.

(b). Programming with Monitors
type buffer(T)= monitor
var slots : array [0..N-1] of T;
head, tail : 0..N-1;
size : 0..N;
notfull, notempty:condition;
procedure deposit(p :T);
begin
if size = N then
notfull.wait
slots[tail] := p;
size := size + 1;
tail := (tail+1) mod N;
notempty.signal
end

procedure fetch(var it : T);
begin
if size = 0 then
notempty.wait
it := slots[head];
size := size - 1;
head := (head+1) mod N;
notfull.signal
end
begin
size := 0;
head := 0;
tail := 0;
end

III. Conclusion
A concurrent program consists of a collection of logical flows 
that overlap in time. We studied three approaches: processes, 
I/O multiplexing, threads. Processes are scheduled automatically 
by the kernel. They require explicit IPC mechanisms in order 
to share data. Event-driven programs use I/O multiplexing to 
explicitly schedule the logical flows. But a program runs in a single 
process and can share data easily. Threads are a hybrid of the above 
methods. There are mechanisms for synchronizing concurrent 
threads/processes when they access shared variables.
Concurrent programming has been studied for at least twenty 
years, but it has been steadily gaining popularity. One reason 
is that high-performance computers have turned increasingly to 
parallelism as a way of achieving a high rate of computation. 
Another is that workstation clusters are increasingly common 
in research environments. The former trend has led to increased 
interest in threads that cooperate by shared variables; the latter 
makes message passing attractive. Operating systems are being 
designed that make shared variables meaningful across memories 
and that make message passing fast within a single memory, so the 
correspondence between physical architecture and programming 
language approach is not straightforward. 
Concurrency is inherently complex because of the management 
of simultaneous actions. All concurrency systems must provide 
mechanisms to create new threads of control, synchronize execution 
among threads, and communicate after synchronizing. These 
mechanisms vary with the particular concurrency systems. In C++, 
instantiating a Task object implicitly creates a new thread of control 
and termination of this object forces synchronization, which can be 
used as a point for communication. While communication among 
tasks during their lifetime is essential for complex concurrent 
programs, an efficient mechanism to accomplish this is postponed 
until later. Temporarily, Task definitions will not have public 
members, other than constructors and possibly a destructor, until 
further material is presented.
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