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Abstract
Text mining is a burgeoning new field that attempts to glean 
meaningful information from naturallanguage text. It may be loosely 
characterized as the process of analyzing text to extractinformation 
that is useful for particular purposes. Compared with the kind 
of data stored indatabases, text is unstructured, amorphous, and 
difficult to deal with algorithmically. Nevertheless,in modern 
culture, text is the most common vehicle for the formal exchange 
of information. Thefield of text mining usually deals with texts 
whose function is the communication of factualinformation or 
opinions, and the motivation for trying to extract information from 
such textautomatically is compelling—even if success is only 
partial. To implementation of text mining we use basic text mining 
algorithms of Apriori and k-means algorithms .And implement 
the these two algorithms and compare each other’s on the basis 
on time complexity and space complexity by providing visualize 
the graphs .And generate the association rules for the text mining 
by using these algorithms.
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I. Introduction
Just as data mining can be loosely described as looking for patterns 
in data, text mining is aboutlooking for patterns in text. However, 
the superficial similarity between the two conceals realdifferences. 
Data mining can be more fully characterized as the extraction of 
implicit, previouslyunknown, and potentially useful information 
from data [Witten and Frank, 2000]. The informationis implicit in 
the input data: it is hidden, unknown, and could hardly be extracted 
without recourseto automatic techniques of data mining. With text 
mining, however, the information to be extractedis clearly and 
explicitly stated in the text. It’s not hidden at all—most authors 
go to great pains tomake sure that they express themselves clearly 
and unambiguously—and, from a human point ofview, the only 
sense in which it is “previously unknown” is that human resource 
restrictions makeit infeasible for people to read the text themselves. 
The problem, of course, is that the information
is not couched in a manner that is amenable to automatic 
processing. Text mining strives to bringit out of the text in a 
form that is suitable for consumption by computers directly, 
with no need fora human intermediary.Though there is a clear 
difference philosophically, from the computer’s point of view the 
problemsare quite similar. Text is just as opaque as raw data when 
it comes to extracting information—probably more so.Another 
requirement that is common to both data and text mining is that 
the information extractedshould be “potentially useful.” In one 
sense, this means actionable—capable of providing a basisfor 
actions to be taken automatically. In the case of data mining, this 
notion can be expressed in arelatively domain-independent way: 
actionable patterns are ones that allow non-trivial predictionsto 
be made on new data from the same source. Performance can be 
measured by countingsuccesses and failures, statistical techniques 
can be applied to compare different data miningmethods on the 
same problem, and so on. However, in many text mining situations 

it is far harderto characterize what “actionable” means in a way 
that is independent of the particular domain athand. This makes 
it difficult to find fair and objective measures of success.In many 
data mining applications, “potentially useful” is given a different 
interpretation: the keyfor success is that the information extracted 
must be comprehensible in that it helps to explain the
data. This is necessary whenever the result is intended for human 
consumption rather than (or aswell as) a basis for automatic 
action. This criterion is less applicable to text mining because, 
unlikedata mining, the input itself is comprehensible. Text mining 
with comprehensible output istantamount to summarizing salient 
features from a large body of text, which is a subfield in itsown 
right: text summarization.

A. Text mining and Natural Language Processing
Text mining appears to embrace the whole of automatic natural 
language processing and, arguably,far more besides—for 
example, analysis of linkage structures such as citations in the 
academicliterature and hyperlinks in the Web literature, both 
useful sources of information that lie outsidethe traditional domain 
of natural language processing. But, in fact, most text mining 
effortsconsciously shun the deeper, cognitive, aspects of classic 
natural language processing in favor ofshallower techniques more 
akin to those used in practical information retrieval.The reason 
is best understood in the context of the historical development of 
the subject of naturallanguage processing. The field’s roots lie in 
automatic translation projects in the late 1940s andearly 1950s, 
whose aficionados assumed that strategies based on word-for-word 
translation wouldprovide decent and useful rough translations 
that could easily be honed into something moreaccurate using 
techniques based on elementary syntactic analysis. But the sole 
outcome of thesehigh-profile, heavily-funded projects was the 
sobering realization that natural language, even at and illiterate 
child’s level, is an astonishingly sophisticated medium that does 
not succumb tosimplistic techniques. It depends crucially on what 
we regard as “common-sense” knowledge,which despite—or, 
more likely, because of—its everyday nature is exceptionally hard 
to encodeand utilize in algorithmic form [Lenat, 1995].
As a result of these embarrassing and much-publicized failures, 
researchers withdrew into “toyworlds”—notably the “blocks world” 
of geometric objects, shapes, colors, and stackingoperations—
whose semantics are clear and possible to encode explicitly. But 
it gradually becameapparent that success in toy worlds, though 
initially impressive, does not translate into success onrealistic 
pieces of text. Toy-world techniques deal well with artificially-
constructed sentences ofwhat one might call the “Dick and Jane” 
variety after the well-known series of eponymouschildren’s 
stories. But they fail dismally when confronted with real text, 
whether painstakinglyconstructed and edited (like this article) or 
produced under real-time constraints (like informalconversation).
Meanwhile, researchers in other areas simply had to deal with real 
text, with all its vagaries,idiosyncrasies, and errors. Compression 
schemes, for example, must work well with alldocuments, 
whatever their contents, and avoid catastrophic failure even 
when processingoutrageously deviant files (such as binary files, 
or completely random input). Information retrievalsystems 
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must index documents of all types and allow them to be located 
effectively whatever theirsubject matter or linguistic correctness. 
Key-phrase extraction and text summarization algorithmshave 
to do a decent job on any text file. Practical, working systems 
in these areas are topic independent,and most are language-
independent. They operate by treating the input as though itwere 
data, not language.Text mining is an outgrowth of this “real text” 
mindset. Accepting that it is probably not much,what can be done 
with unrestricted input? Can the ability to process huge amounts 
of textcompensate for relatively simple techniques? Natural 
language processing, dominated in itsinfancy by unrealistic 
ambitions and swinging in childhood to the other extreme of 
unrealisticallyartificial worlds and trivial amounts of text, has 
matured and now embraces both viewpoints:relatively shallow 
processing of unrestricted text and relatively deep processing 
of domain-specificmaterial.It is interesting that data mining also 
evolved out of a history of difficult relations betweendisciplines, 
in this case machine learning—rooted in experimental computer 
science, with ad hocevaluation methodologies—and statistics—
well-grounded theoretically, but based on a tradition oftesting 
explicitly-stated hypotheses rather than seeking new information. 
Early machine learningresearchers knew or cared little of statistics; 
early researchers on structured statistical hypothesesremained 
ignorant of parallel work in machine learning. The result was that 
similar techniques (forexample, decision-tree building and nearest-
neighbor learners) arose in parallel from the twodisciplines, and 
only later did a balanced rapprochement emerge.

Fig. 1: Text Mining KDD Process

II. Existing System
In this Existing system we discuss about the how to generate the 
association rules by using basic Apriori algorithm.
Apriori is a classic algorithm for learning association rules. Apriori 
is designed to operate on databases containing transactions. As is 
common in association rule mining, given a set of item sets, the 
algorithm attempts to find subsets which are common to at least a 
minimum number C of the item sets. Apriori uses a “bottom up” 
approach, where frequent subsets are extended one item at a time 
(a step known as candidate generation), and groups of candidates 
are tested against the data. The algorithm terminates when no 
further successful extensions are found. Apriori uses breadth-first 
search and a tree structure to count candidate item sets efficiently. 
It generates candidate item sets of length  from item sets of length 

. Then it prunes the candidates which have an infrequent sub 
pattern. According to the downward closure lemma, the candidate 
set contains all frequent -length item sets. After that, it scans the 
transaction database to determine frequent item sets among the 
candidates.Apriori, while historically significant, suffers from 
a number of inefficiencies or trade-offs, which have spawned 

other algorithms. Candidate generation generates large numbers of 
subsets (the algorithm attempts to load up the candidate set with as 
many as possible before each scan). Bottom-up subset exploration 
(essentially a breadth-first traversal of the subset lattice) finds any 
maximal subset S only after all of its proper subsets.The 
quest to mine frequent patterns appears in many domains. The 
prototypical application is market basket analysis, i.e., to mine the 
sets of items that are frequent bought together, at a supermarket 
by analyzing the customer shopping carts (the so-called “market 
baskets”). Once we mine the frequent sets, they allow us to extract 
association rules among the item sets, where we make some 
statement about how likely are two sets of items to co-occur or to 
conditionally occur. For example, in the weblog scenario frequent 
sets allow us to extract rules like, “Users who visit the sets of 
pages main, laptops and rebates also visit the pages shopping-cart 
and checkout”, indicating, perhaps, that the special rebate offer is 
resulting in more laptop sales. In the case of market baskets, we 
can find rules like, “Customers who buy Milk and Cereal also tend 
to buy Bananas”, which may prompt a grocery store to co-locate 
bananas in the cereal aisle.The following is a formal statement 
of the problem: Let τ  be a set of literals, called 
items. Let  be a set of transactions, where each transaction is 
a set of items such that  ⊆ τ. Associated with each transaction 
is a unique identifier, called its . We say that a transaction 
contains , a set of some items in τ, if ⊆ . An association rule 
is an implication of the form ⇒ , where ⊂ τ, ⊂ τ, and 

∩ = ∅. The rule ⇒ holds in the transaction set with 
confidence if % of transactions in that contain also contain 

. The rule ⇒ has support in the transaction set  if % 
of transactions in contain ∪ . Given a set of transactions 

, the problem of mining association rules is to generate all 
association rules that have support and confidence greater than the 
user-specified minimum support (called minsup) and minimum 
confidence (called minconf ) respectively. The problem is usually 
decomposed into two sub problems. One is to find those item sets 
whose occurrences exceed a predefined threshold in the database; 
those item sets are called frequent or large item sets. The second 
problem is to generate association rules from those large item 
sets with the constraints of minimal confidence. Suppose one of 
the large itemsets is Lk, Lk = {I1, I2, … ,Ik}, association rules 
with this itemsets are generated in the following way: the first 
rule is {I1, I2, … , Ik-1}⇒ {Ik}, by checking the confidence this 
rule can be determined as interesting or not. Then other rule are 
generated by deleting the last items in the antecedent and inserting 
it to the consequent, further the confidences of the new rules are 
checked to determine the interestingness of them. Those processes 
iterated until the antecedent becomes empty. Since the second sub 
problem is quite straight forward, most of the researches focus 
on the first sub problem. The Apriori algorithm finds the frequent 
sets In Database .
Let , ⊆ I be any two itemsets. Observe that if ⊆ , then 
sup(X) ≥ sup(Y ), which leads to the following two corollaries:
If X is frequent, then any subset Y ⊆ X is also frequent.
If X is not frequent, then any superset Y ⊇ X cannot be 
frequent.
Based on the above observations, we can significantly improve the 
itemset mining algorithm by reducing the number of candidates 
we generate, by limiting the candidates to be only those that will 
potentially be frequent. First we can stop generating supersets of a 
candidate once we determine that it is infrequent, since no superset 
of an infrequent itemset can be frequent. Second, we can avoid any 
candidate that has an infrequent subset. These two observations 
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can result in significant pruning of the search space.
Find frequent set .
Join Step. 

is generated by joining with itself
Prune Step. 
Any -itemset that is not frequent cannot be a subset of a 

frequent -itemset, hence should be removed.
where
( : Candidate itemset of size )
( : frequent itemset of size )
Apriori Pseudo code
Apriori 

large 1-itemsets that appear in more than  transactions 

while 
Generate

for transactions 
Subset 

for candidates 

return 

For Example is the abuse of electronic messaging systems 
(including most broadcast media, digital delivery systems) to 
send unsolicited bulk messages indiscriminately. Many filters are 
designed to stop spam in its tracks, but such filters are often left 
behind by the spammers’ obfuscating techniques. One of such 
filters is Spam Assassin, a well-known filter that relies on machine 
learning and fixed rules for filtering. Spam Assassin, however, 
doesn’t consider the possible relations between its rules.22406 
spams were used in this case study, ranging from 1998 to 2009, 
collected from the public spam corpus Spam Archive Each 
spam was analyzed by Spam Assassin, and the rules found were 
analyzed, as well its year. For example, a particular spam would 
be: YEAR=1998 INVALID_DATE INVALID_TZ_EST meaning 
this was a spam from 1998 in which Spam Assassin accused two 
rules: INVALID_DATE and INVALID_TZ_EST.
library(“arules”); #Using the package
tr<-read. Transactions (“output”, format=”basket”,sep=” “) 
#Reading each spam from the output file, separated by ‘ ‘ (single 
spaces).
rules<- apriori(tr, parameter= list(supp=0.05, conf=0.3)) #Running 
aprioriinspect (rules)
1   {}                       => {RDNS_NONE}              0.40828350  
0.4082835  1.0000000
2   {}                       => {MIME_HTML_ONLY}         0.30509685  
0.3050968  1.0000000
3   {}                       => {HTML_MESSAGE}           0.51347853  
0.5134785  1.0000000
4   {YEAR=2008}              => {RDNS_NONE}              0.06663394  
0.7465000  1.8283864
5   {YEAR=2009}              => {RDNS_NONE}              0.07007052  
0.7850000  1.9226836
6   {YEAR=2009}              => {HTML_MESSAGE}           0.05877890  
0.6585000  1.2824295

7   {RATWARE_OUTLOOK_NONAME} => {RATWARE_MS_
HASH}        0.05404802  0.9991749 12.9482436
8   {RATWARE_MS_HASH}        => {RATWARE_OUTLOOK_
NONAME} 0.05404802  0.7004049 12.9482436
9   {MISSING_DATE}           => {MISSING_MID}            0.05538695  
0.7231935  4.0540087
10  {MISSING_MID}            => {MISSING_DATE}           0.05538695  
0.3104829  4.0540087

III. Proposedwork Done
In this proposed work we working on the another text mining 
algorithm k-means algorithm  In data mining, k-means clustering is 
a method of cluster analysis which aims to partition n observations 
into k clusters in which each observation belongs to the cluster 
with the nearest mean. This results in a partitioning of the data 
space into Voronoi cells.The problem is computationally difficult 
(NP-hard), however there are efficient heuristic algorithms that are 
commonly employed and converge fast to a local optimum. These 
are usually similar to the expectation-maximization algorithm 
for mixtures of Gaussian distributions via an iterative refinement 
approach employed by both algorithms. Additionally, they both 
use cluster centers to model the data, however k-means clustering 
tends to find clusters of comparable spatial extent, while the 
expectation-maximization mechanism allows clusters to have 
different shape. Given a set of observations (x1, x2, …, xn), 
where each observation is a d-dimensional real vector, k-means 
clustering aims to partition the n observations into k sets (k ≤ n) 
S = {S1, S2, …, Sk} so as to minimize the within-cluster sum of 
squares (WCSS):

whereμi is the mean of points in Si.The most common algorithm 
uses an iterative refinement technique. Due to its ubiquity it is 
often called the k-means algorithm; it is also referred to as Lloyd’s 
algorithm, particularly in the computer science community.Given 
an initial set of k means m1(1),…,mk(1) (see below), the algorithm 
proceeds by alternating between two steps:[4]
Assignment step: Assign each observation to the cluster with 
the closest mean (i.e. partition the observations according to the 
Voronoi diagram generated by the means). 

Where each  goes into exactly one , even if it could go in 
two of them.
Update step: Calculate the new means to be the centroid of the 
observations in the cluster. 

The algorithm is deemed to have converged when the assignments 
no longer change.
Commonly used initialization methods are Forgy and Random 
Partition [5]. The Forgy method randomly chooses k observations 
from the data set and uses these as the initial means. The Random 
Partition method first randomly assigns a cluster to each observation 
and then proceeds to the Update step, thus computing the initial 
means to be the centroid of the cluster’s randomly assigned points. 
The Forgy method tends to spread the initial means out, while 
Random Partition places all of them close to the center of the data 
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set. According to Hamerly et al.,[5] the Random Partition method 
is generally preferable for algorithms such as the k-harmonic 
means and fuzzy k-means. For expectation maximization and 
standard k-means algorithms, the Forgy method of initialization 
is preferable.

IV. Results
We have implemented the two text mining algorithms the two 
algorithms are comparison between the on the basis on time 
complexity and space complexity.to prove the better algorithm 
for the to implement the text mining concept which algorithm is 
better one.by using these algorithms,

Fig. 2:

Fig. 3:

Fig. 4:

Fig. 5: Clusters are Genrated from K-Means Algorithm

V. Conclusions
In this section we finally discuss about the text clustering and text 
mining using the two algorithms K-Means and Apriori algorithms. 
The time and space complexities of these two algorithms are 
compared and presented as bar charts and line charts using graphs.
We have generated association rule mining and generated clusters  
computed the results time complexity and space complexity in the 
presence of Text miningfor two algorithms. We have concluded 
K-Means algorithm takes less time and space compare to 
Apriori 
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