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Abstract
Semantic search has been one of the motivations of the Semantic 
Web since it was envisioned. We propose a model for the 
exploitation of ontology based KBs to improve search over large 
document repositories. Our approach includes an ontology-based 
scheme for the semi-automatic annotation of documents, and a 
retrieval system. The retrieval model is based on an adaptation 
of the classic vector-space model, including an annotation 
weighting algorithm, and a ranking algorithm. Semantic search 
is combined with keyword-based search to achieve tolerance 
to KB incompleteness. Our proposal is illustrated with sample 
experiments showing improvements with respect to keyword-
based search, and providing ground for further research and 
discussion.

I. Introduction
Ontology defines a common vocabulary for researchers who need 
to share information in a domain. It includes machine-interpretable 
definitions of basic concepts in the domain and relations among 
them.
Sharing common understanding of the structure of information 
among people or software agents is one of the more common 
goals in developing ontologies (Musen 1992; Gruber 1993). For 
example, suppose several different Web sites contain medical 
information or provide medical e-commerce services. If these 
Web sites share and publish the same underlying ontology of the 
terms they all use, then computer agents can extract and aggregate 
information from these different sites. The agents can use this 
aggregated information to answer user queries or as input data 
to other applications.
Enabling reuse of domain knowledge was one of the driving forces 
behind recent surge in ontology research. For example, models for 
many different domains need to represent the notion of time. This 
representation includes the notions of time intervals, points in time, 
relative measures of time, and so on. If one group of researchers 
develops such ontology in detail, others can simply reuse it for 
their domains. Additionally, if we need to build a large ontology, 
we can integrate several existing ontologies describing portions 
of the large domain. We can also reuse a general ontology, such 
as the UNSPSC ontology, and extend itto describe our domain 
of interest.
Making explicit domain assumptions underlying an implementation 
makes it possible t o change these assumptions easily if our 
knowledge about the domain changes. Hard-coding assumptions 
about the world in programming-language code makes these 
assumptions not only hard to find and understand but also hard to 
change, in particular for someone without programming expertise. 
In addition, explicit specifications of domain knowledge are useful 
for new users who must learn what terms in the domain mean.
Separating the domain knowledge from the operational knowledge 
is another common use of ontologies.
It is common that the current keyword-based search misses 
highly relevant pages and returns a lot of irrelevant pages for 
user requests, since the keyword-based search is ignorant of the 
type of resources a user wants to get and the semantic relationships 
between the resource and keywords.

In order to effectively retrieve the most relevant top-k resources 
in searching in the Semantic Web, [3, 5] propose ranking models 
using the ontology which presents the meaning of resources and 
the relationships among the resources. These works determine 
the relevance based on the link analysis where the amount of 
relationships and the specificity of the relationships are considered, 
but it is insufficient for precise ranking. The ranking model in [5] 
does not consider the diversity of semantic relationships. The work 
in [3] depends on domain experts to determine the weights of all 
relationships in the instance level. Also, the query consisting of 
multiple.
In this paper, we propose an effective semantic search technique 
considering the diversity of semantic relationships. We propose 
a measure for weighting a semantic relationship. Based on this, 
we suggest a novel ranking model.
Information Extraction (IE) is the process of automatic extraction 
of information about prespecified types of events, entities or 
relationships from text such as newswire articles or Web pages. 
A lot of work have been done on named entity recognition, a 
basic task of IE, which aims to classify the proper nouns and/or 
numerical information in documents. Actually most IE tasks can be 
viewed as the task of recognising some information entities from 
the text. IE can be useful in many applications, such as information 
gathering in a variety of domains, automatic annotations of web 
pages for semantic web, and knowledge management.
Traditional methods on IE have focused on the use of supervised 
learning techniques such as hidden Markov models (Freitag and 
McCallum 1999; Skounakis, Craven et al. 2003), self-supervised 
methods (Etzioni, Cafarella et al. 2005), rule learning (Soderland 
1999), and conditional random fields (McCallum 2003). These 
techniques learn a language model or a set of rules from a set 
of hand-tagged training documents and then apply the model or 
rules to new texts. Models learned in this manner are effective on 
documents similar to the set of training documents, but extract 
quite poorly when applied to documents with a different genre or 
style. As a result, this approach has difficulty scaling to the Web 
due to the diversity of text styles and genres on the Web and the 
prohibitive cost of creating an equally diverse set of hand tagged 
documents.
IE’s ultimate goal, which is the detection and extraction of 
relevant information from textual documents, depends on proper 
understanding of text resources. Rule based IE systems are limited 
by the rigidity and ad-hoc nature of the manually composed 
extraction rules. As a result, they present a very limited semantic 
background. Information extraction (IE) aims to retrieve certain 
types of information from natural language text by processing 
them automatically. For example, an IE system might retrieve 
information about geopolitical indicators of countries from a set 
of web pages while ignoring other types of information. 
In this paper, Ontology-based information extraction was proposed 
which has recently emerged as a subfield of information extraction. 
Here, ontologies - which provide formal and explicit specifications 
of conceptualizations - play a crucial role in the IE process. 
Because of the use of ontologies, this field is related to knowledge 
representation and has the potential to assist the development of 
the Semantic Web.
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Ontologies are designed for being used in applications that need 
to process the content of information, as well as to reason about 
it, instead of just presenting information to humans. They permit 
greater machine interpretability of content than that supported by 
XML, RDF and RDF Schema (RDF-S), by providing additional 
vocabulary along with a formal semantics. So, ontologies represent 
an ideal knowledge background in which to base text understanding 
and enable the extraction of relevant information. This may enable 
the development of more flexible and adaptive IE systems than 
those relying on manually composed extraction rules (both based 
on linguistic constructions or document structure).

II. Related Work
Webpage understanding plays an important role in information 
retrieval from the Web. There are two main branches of work 
for webpage understanding: template-dependent approaches and 
template-independent approaches.
Template-dependent approaches (i.e., wrapper-based approaches) 
can generate wrappers either with supervision or without 
supervision. The supervised approaches take in some manually 
labeled web pages and learn some extraction rules (i.e., wrappers) 
based on the labeling results. Unsupervised approaches do not need 
labeled training samples. They first automatically discover clusters 
of the web pages and then produce wrappers from the clustered 
web pages. No matter how the wrappers are generated, they can 
only work on the web pages generated by the same template. 
Therefore, they are not suitable for general purpose webpage 
understanding. In contrast, template-independent approaches can 
process various pages from different templates.
However, most of the methods in the literature can only handle 
some special kinds of pages or specific tasks such as object block 
(i.e., data record) detection. For example, can only segment list 
pages can only detect the main block in the page. Another method, 
segments data on list pages using the information contained in 
their detail pages. The need of detail pages is a limitation because 
automatically identifying links that point to detail pages is nontrivial 
and there are also many pages that do not have detail pages behind 
them. Zhai and Liu proposed an algorithm to extract structured data 
from list pages. The method consists of two steps. It first identifies 
individual records based on visual information and a tree matching 
method. Then a partial tree alignment technique is used to align and 
extract data items from the identified records. Song et al. define the 
block importance estimation as a learning problem. First, they use 
the Vision-based Page Segmentation (VIPS) algorithm to partition 
a webpage into semantic blocks with a hierarchy structure. Then, 
spatial features (such as position and size) and content features 
(such as the number of images and links) are extracted to construct 
a feature vector for each block. Based on these features, learning 
algorithms, such as SVM and neural network, are applied to train 
various block importance models.

III. Ontology Management for IE
IE and ontologies are involved in two main and related tasks :

Ontology is used for Information Extraction: IE needs • 
ontologies as part of the understanding process for extracting 
the relevant information;
Information Extraction is used for populating and enhancing • 
the ontology: texts are useful sources of knowledge to design 
and enrich ontologies.

ontologies are used for interpreting the text at the right level for 
IE and IE extracts new knowledge from text, to be integrated 
in the ontology. An ontology identifies the entities that exist in 

a given domain and specifies their essential properties. It does 
not describe the spurious properties of these entities. The goal 
of IE is to extract factual knowledge to instantiate one or several 
predefined forms.
Whether one wants to use ontological knowledge to interpret 
natural language or to exploit written documents to create or 
update ontologies, in any case, the ontology has to be connected to 
linguistic phenomena. The complexity of the linguistic anchoring 
of ontological knowledge is well known. A concept can be 
expressed by different terms and many words are ambiguous. 
Rhetoric, such as lexicalized metonymies or elisions, introduces 
conceptual shortcuts at the linguistic level and must be elicited 
to be interpreted into domain knowledge.

A. Sets of Entities
Recognizing and classifying named entities in texts requires 
knowledge on the domain entities. Specialized lexical or keyword 
lists are commonly used to identify the referential entities in 
documents. Three main objectives of these specialized lexicons 
can be distinguished: semantic tagging, naming normalization 
and linguistic normalization.

Semantic tagging. List of entities are used to tag the text • 
entities with the relevant semantic information. In the 
ontology or lexicon, an entity is described by its type (the 
semantic class to which it belongs, here PERSON) and by 
the list of the various textual forms (typographical variants, 
abbreviations, synonyms) that may refer to it.
Naming normalization. As a by-effect, these resources are also • 
used for normalization purposes. This avoids rule overfitting 
by enabling specific rules to be abstracted. 
Linguistic normalization. Beyond typographical • 
normalization, the semantic tagging of entities contributes 
to sentence normalization at a linguistic level. It solves some 
syntactic ambiguities.

IV. Weighting Annotations
The annotations are used by the retrieval and ranking module. The 
ranking algorithm is based on an adaptation of the classic vector-
space model [16]. In the classic vector-space model, keywords 
appearing in a document are assigned weights reflecting that some 
words are better at discriminating between documents than others. 
Similarly, in our system, annotations are assigned a weight that 
reflects how relevant the instance is considered to be for the 
document meaning. Weights are computed automatically by an 
adaptation of the TF-IDF algorithm [16], based on the frequency 
of occurrence of the instances in each document. More specifically, 
the weight wi,j of instance Ii for document Dj is computed as:

Where freqi,j is the number of occurrences of Ii in Dj, maxk freqk,j 
is the frequency of the most repeated instance in Dj, ni is the 
number of documents annotated with Ii, and N is the total number 
of documents in the search space.
The number of occurrences of an instance in a document is primarily 
defined as the number of times the label of the instance appears in 
the document text, if the document is annotated with the instance, 
and zero otherwise. We realised in our first experiments that quite a 
number of occurrences were missed in practice with this approach, 
since pronouns, periphrasis, metonymy, and other deixis abound in 
regular written speech. Finding all the references to an individual 
in free text is a very complex natural language processing problem 
far beyond the scope of our current research. Nonetheless we 
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have achieved significant improvements by extending our labeling 
scheme and exploiting class hierarchies, as follows.

V. Processing Queries
First, further instance occurrences are found by adding more 
labels to instances. However, the proliferation of labels tends 
to introduce further polysemic ambiguities that lead to incorrect 
annotations. To avoid this negative effect, our system provides 
a separate keyword property to be used, in addition to label, for 
instance frequency computation, but not for automatic annotation. 
As a general rule, label should be reserved to clearly instance-
specific text forms, leaving more ambiguous ones as keywords. 
Since instance occurrences are only computed in the presence of an 
annotation, very few or no ambiguities are caused in practice.
Also, synecdoche is a frequent rhetoric figure used to avoid 
repetition, where an individual is referred to by its class (e.g. 
“the painter”), after the individual (e.g. “Picasso”) has already 
appeared in the text. To cope with this, the list of textual forms 
(labels and keywords) of an instance is automatically expanded 
(just for the computation of occurrences) with the textual forms of 
its direct and indirect classes. This introduces a slight occurrence 
counting imprecision when more than one instance of the same 
class are annotating the same document, because the same class 
references are counted once for each instance. However, in our 
experiments the improvements obtained with this technique out 
weight the effect of the imprecision.

VI. Query Encoding and Document Retrieval
The RDQL query can express conditions involving domain 
ontology instances, document properties (such as author, date, 
publisher, etc.), or classification values. E.g. “cultural articles 
published by the Le Monde newspaper about European movies 
with Canadian actors in the cast.”

Fig. 1: Our View of Ontology-based Information Retrieval

In classic keyword-based vector-space models for information 
retrieval, the query keywords are assigned a weight that represents 
the importance of the concept in the information need expressed 
by the query. Analogously, in our model, the variables in the 
SELECT clause of the RDQL query can be weighted to indicate 
the relative interest of the user for each of the variables to be 
explicitly mentioned in the documents. For instance, in the previous 
example, the user might be interested that both the movies and the 
Canadian actors are mentioned in the articles, or have a higher 
priority for either the movies or the actors. The weights can be set 
explicitly by the user, or be automatically derived by the system, 
e.g. based on frequency analysis, personalization techniques, or 
other strategies [6].

Our system uses inferencing mechanisms for implicit query 
expansion based on class hierarchies (e.g. organic pigments can 
satisfy a query for colorants), and rules such as one by which the 
winner of a sports match might be inferred from the scoring. In 
fact, in our current implementation, it is the KB which is expanded 
by adding inferred statements beforehand.
The query execution returns a set of tuples that satisfy the query. 
It is the document retriever’s task to obtain all the documents that 
correspond to the instance tuples. If the tuples are only made up 
of instances of domain concepts, the retriever follows all outgoing 
annotation links from the instances, and collects all the documents 
in the repository that are annotated with the instances. If the 
tuples contain instances of document classes (because the query 
included direct conditions on the documents), the same procedure 
is followed, but restricted to the documents in the result set, instead 
of the whole repository.
We consider ontology-based IE systems as those approaches 
relying on predefined ontologies in one or several stages of the 
extraction process. Those approaches are document driven: they 
start from a particular document (or set of documents) and they 
try to identify entities found in that context, trying to annotate 
them according to the input ontology. So, on the contrary to plain 
IE systems, ontology-based ones are able to specify their output 
in terms of a pre-existing formal ontology. These systems almost 
always use a domain-specific ontology in their operation, but we 
consider a system to be domain-independent if it can operate 
without modification on ontologies covering a wide range of 
domains. So, the problem is very similar to semantic annotation. 
Annotations represent a specific sort of metadata that provides 
references between entities appearing in resources and domain 
concepts modelled in an ontology. Semantic annotation is one 
fundamental pillar of the Semantic Web making it possible for 
Web-based tools to understand and satisfy the requests of people 
and machines to exploit Web content.
is performed when the direct matching has not produced any 
result. 
VII Technique for Ontology based Information Extraction Ranking 
Algorithm

Once the list of documents is formed, the search engine computes a 
semantic similarity value between the query and each document, as 
follows. Let o = { Ii}

M
i=2 be the set of all instances in the ontology, 

and          be the set of all documents in the search space. Let (v1 
,..., vk) be the weights of the variables in the SELECT clause of 
the RDQL query Q, and let                   be the list of tuples in the 
query result set, where                with           

 We define the document vector of Di  = (di,1, …, di,M), 
where di,j is the weight of the annotation of document Di with 
Ij, if such annotation exists, and zero otherwise. We define the 
extended query vector q = q1……. qm , where                           i.e. 
the query vector element corresponding to Il is added the variable 
weight vj if Il is a value of the variable j in some tuple Ti that 
satisfies the query Q. Note that the sum rarely hasmore than one 
term, since this would mean that the same instance appears more 
than once in the same result set tuple. If Il does not appear in any 
tuple, ql = 0.   
Now the similarity measure of Di for the query Q is computed 
as:
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To compensate for this, in practice we use the following 
normalization factor instead of | q|:

If the knowledge in the KB is incomplete (e.g. there are documents 
about travel offers in the knowledge source, but the corresponding 
instances are missing in the KB), the semantic ranking algorithm 
performs very poorly: RDQL queries will return less results than 
expected, and the relevant documents will not be retrieved, or will 
get a much lower similarity value than they should. As limited 
as might be, keyword-based search could perform better in these 
cases. To cope with this, our ranking model combines the semantic 
similarity measure with the similarity measure of a keyword-
based algorithm.
The keywords for the ksim algorithm could be extracted directly 
from the user query, if a keyword-based or even natural language 
interface was used. In our current implementation we extract the 
keywords from the RDQL query, which is suitable for testing, and 
would be appropriate for a form-based interface as well. More 
specifically, the value of the label property of a) the class of all 
query variables for which a rdf:type clause is included in the 
query, and b) any instances explicitly appearing within the RDQL 
query, are taken as query keywords. In practice, since the label 
property can be
multivalued, a separate property is used, which stores one of the 
label values, designated as a unique most common lexical form. 
For example, the following query:
SELECT ?player ?team
WHERE (?player rdf:type sports:Player)
(?player sports:sport sports:Basketball)
(?player general:nationality geog:USA)
(?player sports:playsIn ?team)
(?team rdf:type sports:SportsTeam)
(?team geog:locatedIn geog:Catalonya)
 would yield the query keywords “player”, “basketball” , “USA”, 
“team”, “Catalonia”.
In sum, our method improves keyword-based search (actually 
outperforms it, as is shown in the next section) when the relevant 
information is available in the KB, and relies on keyword-based 
search otherwise.
An ontology is defined as a formal, explicit specification of a 
shared conceptualization. Conceptualization refers to an abstract 
model of some phenomenon in the world by having identified the 
relevant concepts of that phenomenon. Explicit means that the type 
of concepts used, and the constraints of their use, are explicitly 
defined. Formal refers to the fact that the ontology should be 
machine-readable. Shared reflects the notion that an ontology 
captures consensual knowledge, that is, it is not private of some 
individual, but accepted by a group.

VIII. Conclusion
The research presented here started as a continuation of our 
previous work on the construction, exploitation, and maintenance 
of domain-specific KBs using Semantic Web technologies [1-2]. 
While some basic semantic search facilities were included in 
these prior proposals, room for improvement was acknowledged, 
because the level of semantic detail was insufficient, since it 
was essentially based on types of documents and taxonomic 
classifications. The aim of our current work is to provide better 
search capabilities which yield a qualitative improvement over 
keyword-based full-text search, by introducing and exploiting 
finer-grained domain ontologies.

Our approach can be seen as an evolution of the classic vector-
space model, where keyword-based indices are replaced by an 
ontology-based KB, and a semi-automatic document annotation 
and weighting procedure is the equivalent of the keyword extraction 
and indexing process. We show that it is possible to develop a 
consistent ranking algorithm on this basis, yielding measurable 
improvements with respect to keyword based search, subject to the 
quality and critical mass of metadata. Our proposal is an adaptation 
of the vector-based ranking model that takes advantage of an 
ontologybased knowledge representation
Our proposal inherits all the well-known problems of building and 
sharing welldefined ontologies, populating knowledge bases, and 
mapping keywords to concepts. Recent research on these areas 
is yielding promising results [5,11]. It is our aim to provide a 
consistent model by which any advancement on these problems 
is played to the benefit of semantic search improvements.
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