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Abstract
A psychologically compliant approach to similarity yields a set 
of results, in the relevant portion of the ranking list, dissimilar to 
that obtained by other commonly used methods. In this context, a 
psychologically compliant method produces the set of results that 
is consistent with people’s judgments of similarity and, therefore, 
desirable. Any deviation from such an approach distorts this set. 
To evaluate the hypothesis we implemented SASA (Sensitivity 
Analyzer for Similarity Assessments), a software prototype used 
as a test bed for the examination of different processing strategies 
for an exhaustive set of similarity queries.
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I. Experiment Design
A psychologically compliant (or simply, compliant) approach to 
similarity has three crucial characteristics :

It identifies groups of integral attributes when they are present • 
(testable hypothesis statement HS1).
It aggregates these groups to form new separable attributes • 
with a Euclidean metric and, consequently, it combines these 
and other separable attributes to a total object or relation 
dissimilarity with the Manhattan metric  (testable hypothesis 
statement HS2).
It translates the total dissimilarity scores obtained for each • 
pair of objects or relations into similarity estimates using a 
non-linear conversion function  (testable hypothesis statement 
HS3).

A psychologically deviant (or short: deviant) method is one that 
deviates in some way from the psychological findings. Any such 
deviation affects the similarity scores and may result in different 
ranks for a reference query. The evaluation consisted of four 
experiments, each highlighting the distortions on the desirable 
ranking list, which is produced by the compliant method, when 
one or several aspects of the hypothesis were violated (Fig. 1). 

Fig. 1: Experiments (E1-E4) used to Evaluate the Hypothesis

A violation of the first two arguments of the hypothesis would 
distort the results for queries at the object level. The extent of 
such distortions is tested with Experiments E1, E2, and E3. 
Experiment E1 compares the compliant method (Figure 2a) 
with a deviant method that ignores, or does not recognize, 
possibly existing groups of integral attributes, thus treating each 
attribute as separable (Fig. 2(b)). In Experiment E2, the deviant 
method identifies correctly the groups of integral attributes. It 
uses, however, the same aggregation function throughout for 
both integral groups and separable attributes. This conduct is in 
contrast to the compliant method, which relies on a combination 
of functions. The variations tested are the single usage of the 
Manhattan (Experiment E2A) (Fig. 2(c)) or the Euclidean function 
(Experiment E2B) (Fig. 2(d)). Although additional aggregation 
functions have been proposed (Cross and Sudkamp 2002), the 
Manhattan and Euclidean metrics are predominant in existing 
similarity-enhanced information retrieval systems and current 
prototype implementations (Motro 1988; Petrakis and Faloutsos 
1997; Papadias et al. 1999b; Dey et al. 2002; Ortega-Binderberger 
et al. 2002; Chakrabarti et al. 2003). Furthermore, these functions 
are the closest in form to the compliant method; therefore, proving 
the hypothesis for them is sufficient to justify its validity for less 
similar aggregation functions. Whereas Experiments E1 and 
E2 concentrate exclusively on the integral attributes and the 
aggregation function hypotheses, respectively, Experiment E3 
examines the combined effect of deviant choices for both of those 
premises on the results (Fig. 2(e)).

Fig. 2: Experiments for object-level queries: (a) compliant 
aggregation function, (b) deviant function that ignores integral 
attributes (E1), (c) deviant function that aggregates integral 
attributes with a Manhattan metric (E2A), (d) deviant function that 
aggregates separable attributes with a Euclidean metric (E2B), and 
(e) deviant function that ignores integral attributes and aggregates 
separable attributes with a Euclidean metric (E3). The third part 
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of the hypothesis, which is concerned with results to queries at 
the scene level, is evaluated with Experiment E4. 
Experiments at the Object Level: This section describes the setup 
and discusses the results obtained from Experiments E1- E3. These 
experiments assume the existence of a user-submitted object 
query against which the similarity of the objects in the database 
is calculated with compliant and deviant approaches. All attributes 
of the query are weighted equally.

A. Setup
The similarities or dissimilarities of the ranks obtained in response 
to an object query with different methods are captured through 
the incompatibility measures O and R’ , which are each functions 
of five variables n, m, p, g, and d (Equation 6.2):

Variable n is the number of objects in the database, determining • 
the database size. The experiments were conducted for the set 
N ={1,000, 5,000, 25,000, 100,000} , so that each database 
size increases approximately one order of magnitude over 
its predecessor. A dataset of 1,000 objects was adopted 
as a characteristic case of a small database, a dataset of 
100,000 objects as a characteristic case of a large database, 
whereas datasets of 5,000 and 25,000 objects were used as 
representatives of medium-small and medium-large databases, 
respectively.
Variable m is the number of attributes for each object, • 
determining the number of attributes that participate in the 
similarity assessment of a database object to a query object. 
The set examined is M ={2, 5, 10, 20, 30, 40, 50, 60, 70, 
80, 90, 100} and accounts for the most simple and complex 
modeled objects. The case of queries on a single attribute 
is omitted, because it is irrelevant for both hypotheses 
tested. For the integral-attributes hypothesis, one integral 
attribute is undefined because it essentially degenerates to 
one separable attribute. For the aggregation hypothesis, the 
rankings produced by different aggregation functions become 
identical when the query involves a single attribute (i.e., no 
aggregation of dissimilarity measures takes place).
Variable p is the percentage of integral attributes out of • 
the total number of attributes m. The actual number of 
integral attributes is, therefore, p ·m. In this manner, p also 
indirectly determines the number of separable attributes. The 
percentages taken are P ={0%, 10%, 20%, 30%, 40%, 50%, 
70%, 80%, 90%, 100%}. The two extreme values of 0% and 
100% represent the cases where all attributes are separable 
and integral, respectively.
Variable g is the number of integral groups in which the • 
integral attributes are distributed. The possible values for 
this variable are constrained by the specific instantiations of 
the variables m and p. For example, when the objects have 
ten attributes (m=10), four of which are integral (p=40%), 
then the number of integral groups g could either be 1 (i.e., 
one group of four attributes) or 2 (i.e., two groups of two 
attributes). For the experiments in this thesis, g has a range 
from 1 to 50. The smallest value occurs in various settings, 
starting with the case for m=2 and p=100%. The largest value 
occurs only if m=100 and p=100%.
Variable d is the group distribution policy. This parameter • 
describes how a number of integral attributes p ⋅m is 
distributed in a number g of integral groups. For some 

configurations there could be numerous such possibilities. 
For instance, when eight integral attributes must be distributed 
in two groups, there can be multiple allocations, such as 6-2, 
5-3, and 4-4. Preliminary experimentation indicated that the 
results can be affected by the distribution policy, especially 
for larger percentages of integral attributes. This parameter 
is treated as a binary variable taking the values “optimal” 
and “worst.” An optimal distribution policy tries to distribute 
the integral attributes evenly, such that each integral group 
contains approximately the same number of attributes (Figure 
3a). A worst distribution policy will create disproportionately 
sized groups by assigning as many attributes as possible to one 
large integral group, while populating the remaining groups 
with the minimum required amount of attributes (Figure 3b). 
The binary treatment of the group distribution policy allows 
inferences about the behavior of this variable between its two 
extremes settings, while keeping the number of produced 
diagrams within realistic limits.

Fig. 3: Splitting Integral Attributes Into Groups Using, (a). An 
Optimal and, (b). A Worst Distribution Policy

A specific instantiation of the variables n, m, p, g, and d represents 
a possible database configuration and is referred to as a db scenario. 
The simultaneous interaction of all variables involved for such db 
scenarios and their effect on the ranks cannot be accommodated 
by the representational capabilities of typical 2-dimensional or 
3- dimensional visualization techniques due to the large amount 
of diagrams that would have to be produced. In order to visualize 
the results effectively, while keeping the number of produced 
diagrams within acceptable bounds, a 4-dimensional visualization 
technique was employed. For each 4-dimensional diagram, the 
database size n and the distribution policy d are kept fixed, while 
the remaining variables are allowed to vary within a 3-dimensional 
cubic space. The axes X, Y, and Z of this space correspond to the 
number of integral groups g, the number of attributes m, and the 
percentage of integral attributes p, respectively. 
Each point in the cubic space signifies, therefore, a db scenario 
determined by the instantiation of the triple (m, p, g) that defines 
the point, and the fixed values of n and d. The color assigned to a db 
scenario (i.e., point) embeds a fourth dimension in the visualization, 
which represents the measurement of O or R’ (i.e., the overlap or 
the modified SRC coefficient) between the two compared methods 
for that db scenario. Since there are two incompatibility measures, 
four database sizes, and two distribution policies, a total of sixteen 
diagrams was produced for each experiment. 
As an example, consider the 4-dimensional diagrams of Figure 4. 
Point A in this figure corresponds to the scenario of a database of 
1,000 objects, each having 40 attributes. There are 20 separable 
and 20 integral attributes. The latter are distributed in 10 groups 
through an optimal distribution policy, meaning that each group 
contains 2 attributes. For the db scenario of point A, the overlap 
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measure is approximately 40%, whereas the value of R’ is 
approximately 0.2.

Fig. 4: A 4-Dimensional Diagram Depicting the Measures, (a). 
O and (b) R’

A triangular half of the volumes of the produced cubes is not 
populated with measurements, because it corresponds to non-
applicable db scenarios. For example, point B in Figure 4 is such 
a db scenario, because it is impossible to allocate 60 integral 
attributes within 40 groups. Realizable db scenarios are located 
within the remaining half of the cube. Since the values of the 
variables m, p, and g are discrete, the realizable db scenarios 
form a dense grid, rather than a continuous surface. The diagrams, 
however, use continuous color-rendered surfaces instead—
produced by interpolating the grid values—in order to facilitate 
the interpretation of the results. Furthermore, the cube is sliced 
at regular intervals along the Z-axis to reveal the patterns in its 
interior. 

B. Results of Experiment E1 and Interpretation
The results obtained for the first testable statement of the hypothesis 
HS1, which evaluates how ignored integral attributes affect the 
results, are displayed for various dataset sizes in ascending order 
(Figs. 6. 8-6. 11). Fig. 6.12 provides the summarizing overview.
 

Fig. 5 Experiment E1:  Averaged Overlaps and Correlations Between the Compliant and the Deviant Method for a Database of 1,000 
Objects
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Fig. 6: Experiment E1: Averaged Overlaps and Correlations Between the Compliant and the Deviant Method for a Database of 
5, 000 Objects
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Fig. 7: Experiment E1: Averaged Overlaps and Correlations Between the Compliant and the Deviant Method for a Database of 
100,000 Objects
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Fig. 8: Overview of the Results Acquired from Experiment E1
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These results indicate a definitive pattern of gradual variation. 
The deviant method in this experiment is a manifestation of the 
Manhattan distance function with no integral groups recognized. 
Hence, the number of aggregated terms is always equal to the total 
number of attributes m. Furthermore, each term contributes equally 
to the similarity score assigned to each object of the database. As 
the variables change, the form of the compliant method becomes 
more or less similar to the pattern of the deviant method. The 
interactions behind these deviation explain the outcome illustrated 
in the diagrams. 

II. Conclusion
Conclusion is that the measures O and R’ become progressively 
worse as the percentage of integral attributes increases and the 
number of groups in which these integral attributes are distributed 
decreases. When either or both trends occur, the aggregated terms 
with the compliant method reduce to a number much less than 
m. 

References        
[1] M. P¨oss, B. Smith, L. Koll´ar, and P.-˚A. Larson, “Tpc-ds, 

taking decision support benchmarking to the next level”, in 
SIGMOD 2002, pp. 582–587.

[2] S. Padmanabhan, B. Bhattacharjee, T. Malkemus, L. 
Cranston, M. Huras,“Multi-dimensional clustering: A new 
data layout scheme in db2”, in ACM SIGMOD International 
Management of Data (San Diego, California, June 2003) 
SIGMOD ’03, pp. 637–641, New York, NY: ACM Press, 
2003. 

[3] V. Raman, G. Swart,“How to wring a table dry: Entropy 
compression of relations and querying of compressed 
relations”, in Proceedings of International Conference on 
Very Large Data Bases (VLDB), 2006.

[4] M. Steinbrunn, G. Moerkotte, A. Kemper,“Heuristic and 
randomized optimization for the join ordering problem”, 
VLDB Journal, Vol. 6, pp. 191–208, 1997.

[5] B. Smith, A.C. Varzi. 1997,"Fiat and bona fide boundaries: 
Towards an ontology of spatially extended objects", In Spatial 
Information Theory A Theoretical Basis for GIS (COSIT’97), 
Vol. 1329 of Lecture Notes in Computer Science, pp. 103–
119.

[6] Céline Hudelot, Jamal Atif, Isabelle Bloch,"Fuzzy Spatial 
Relation Ontology for Image Interpretation", Fuzzy Sets and 
Systems, 159(15), pp.1929–1951, Elsevier (2008)

[7] Siliva Calegari, Davide Ciucci,"Integrating Fuzzy Logic in 
Ontologies, ICEIS 2006, pp. 66, 2006.


