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Abstract
Tracing attackers’ traffic through stepping stones is a challenging 
problem, especially when the attack traffic is encrypted, and its 
timing is manipulated (perturbed) to interfere with traffic analysis. 
The random timing perturbation by the adversary can greatly reduce 
the effectiveness of passive, timing-based correlation techniques. 
We design SWIRL, a Scalable Watermark that is invisible and 
resilient to packet Losses. SWIRL is the first watermark that is 
practical to use for large-scale traffic analysis. SWIRL uses a 
flow dependent approach to resist multi flow attacks. Marking 
each flow with a different pattern. SWIRL is robust to packet 
losses and network jitter, yet it introduces only small delays that 
are invisible to beth benign users  and determined adversaries. 
We analyze the performance of SWIRL both analytically and on 
the Planet Lab tested, , demonstrating very low error rates. We 
consider applications of SWIRL to stepping stone detection and 
linking anonymous communication.
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I. Introduction
Network intruders usually try to hide their real location by relaying 
their traffic through a number of intermediate hosts, called stepping 
stones. The traffic is encrypted, preventing simple identification 
of stepping stones. Instead, traffic analysis techniques are used to 
find flows that have similar characteristics, based on features such 
as packet timings, counts, sizes. Traditionally, traffic analysis is 
performed as a passive attack, by observing the candidate flows 
and trying to find the flow relations through different statistical 
analysis. More recently, network flow watermarks have been 
proposed as an active alternative to perform traffic analysis 
more efficiently. Watermarks are more scalable, as they require 
asymptotically less communication and computation. They also 
can operate on shorter flows and provide lower error rates than 
passive analysis. Another common and effective countermeasure 
used by network-based intruders to hide their identity is to 
connect through a sequence of intermediate hosts, or stepping 
stones, before attacking the final target. For example, an attacker 
at host A may Telnet or SSH into host B, and from there launch 
an attack on host C. In effect, the incoming packets of an attack 
connection from A to B are forwarded by B, and become outgoing 
packets of a connection from B to C. The two connections or 
flows are related in such a case. The victim host C can use IP 
trace back to determine the second flow originated from host B, 
but trace back will not be able to correlate that with the attack 
flow originating from host A. To trace attacks through a stepping 
stone, it is necessary to correlate the incoming traffic with the 
outgoing traffic at the stepping stone. This would allow the attack 
to be traced back to host A in the example. The earliest work on 
connection correlation was based on tracking user’s login activities 
at different hosts [5, 11]. Later work relied on comparing the packet 
contents, or payloads, of the connections to be correlated [2-3]. 
Most recent work has focused on the timing characteristics [1-3, 

5, 8], of connections, in order to correlate encrypted connections 
(i.e. traffic encrypted using IPSEC [2] or SSH [4, 8]). Timing 
based correlation approaches, however, are sensitive to the use 
of countermeasures by the attacker, or adversary. N particular, the 
attacker can perturb the timing characteristics of a connection by 
selectively or randomly introducing extra delays when forwarding 
packets at the stepping stones. This kind of timing perturbation will 
adversely affect the effectiveness of any timing-based correlation. 
Timing perturbation can either make unrelated flows have similar 
timing characteristics, or make related flows exhibit different timing 
characteristics. This will increase the correlation false positive 
rate, or decrease the correlation true positive rate, respectively. 
Previous timing-based correlation approaches are passive in that 
they simply examine (but do not manipulate) the traffic timing 
characteristics for correlation purposes. While passive approaches 
are simple and easy to implement, they may be vulnerable to 
active countermeasures by the attacker, and/or require a large 
number of packets in order to correlate timing-perturbed flows. 
In this paper, we address the random timing perturbation problem 
in correlating encrypted connections through step ping stones. 
Our goal is to develop an efficient correlation scheme that is 
probabilistically robust against random timing perturbation, and 
to answer fundamental questions concerning the effectiveness of 
such techniques and the tradeoffs involved in implementing g them. 
We propose a novel watermark-based correlation scheme that is 
designed specifically to be robust against timing perturbations by 
the adversary. Unlike most previous correlation approaches, our 
watermark-based approach is active; that is, it embeds a unique 
watermark into the encrypted flows by slightly adjusting the timing 
of selected packets. The unique watermark that is embedded in 
the encrypted flow gives us a number of advantages over passive 
timing based correlation in overcoming timing perturbations by the 
adversary. First, our active watermark based correlation does not 
make any limiting assumptions about the distribution or random 
process of the original inter-packet timing of the packet flow, or 
the distribution of random delays an adversary can add. This is in 
contrast to existing passive timing based correlation approaches. 
Second, our method requires substantially fewer packets in 
the flow to achieve the same level of correlation effectiveness 
as existing passive timing based correlation. In theory, our 
watermark based correlation can achieve arbitrarily close to 100% 
correlation true positive rate and arbitrarily close to 0% false 
positive rate at the same time for sufficiently long flows, despite 
arbitrarily large (but bounded) timing perturbation of arbitrary 
distribution by the adversary. To the best of our knowledge, 
our work is the first that identifies 1) the accurate quantitative 
tradeoffs between the achievable correlation effectiveness and the 
defining characteristics of the timing perturbation; 2) a provable 
upper bound on the number of packets needed to achieve desired 
correlation effectiveness, given a bound on the amount of timing 
perturbation. We also investigate the maximum negative impact 
on the embedded watermark an adversary can have, and the 
minimum effort needed to achieve that impact. Under the condition 
that the watermark embedding parameters are unknown to the 
adversary, we determine the minimum distortion required for 
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the adversary to completely eliminate any embedded watermark 
from the inter packet timing, and the optimal strategy for doing 
so. We further investigate the implications of the constraints of 
real-time communication and bounded delay for the adversary’s 
ability to remove the embedded watermark. While there exist 
ways to completely eliminate hidden information from any signal 
offline, we show that (without knowledge of the watermark 
embedding parameters) it is generally infeasible for the adversary 
to completely eliminate the embedded watermark from the packet 
timing in real-time, even if he can introduce arbitrarily large (but 
bounded) distortion to the packet timing of normal network traffic. 
This result ensures that our watermark-based correlation is able 
to withstand arbitrarily large timing perturbations in real-time, 
provided there are enough packets in the flows to be correlated. 
We first review the watermarking setting. Watermarks provide 
a content-independent way to tag traffic so that correlated flows 
can later be recognized. Fig. 1, shows the general model of a 
network flow watermarking scheme. A network flow passing 
through a watermarker gets watermarked by changing the timing 
information of packets, i.e., applying specific delays on the packets. 
The flow then travels along a noisy channel, which may include 
various networks, stepping stones, and anonymizing systems. This 
channel introduces further delays, and might also drop, reorder, 
or duplicate packets or repacketize the flow. After the channel, 
the flow arrives at the watermark detector, which inspects it for 
the inserted watermark pattern.

Fig. 1: General Model of Network Flow Watermarking

The pattern encoding is based upon a secret watermark key, shared 
between the watermarker and detector. In a blind scheme, this 
is the only information the watermarker and detector exchange; 
in a non-blind scheme, the watermarker also sends information 
about the watermarked flow to the detector through an out-of-
band channel.
Two particular applications of watermarks are stepping stone 
detection and linking of anonymized flows. In the former case, a 
watermark is inserted by border routers of an organization onto 
incoming flows, and checked for in outgoing flows (see fig. 2).The 
low false-positive rate provided by watermarks is paramount for 
large installations, since the volume of flows can make even a 
103 false positive rate difficult to deal with. Scalability features
are also important to large installations, especially ones with 
multiple border routers, since watermarks obviate the need for 
separate high-bandwidth channels between them.
 

Fig. 2: Stepping Stone Detection using Flow Watermaking

II. Existing System 
As discussed earlier, the secrecy of the watermark parameters has 
not been seriously investigated. If an attacker is able to derived 
these parameters, the attacker can either remove the watermark 
(i.e., reduce the detection rate) or duplicate the watermark in 
benign flows (i.e., increase the false positive rate). In both cases, 
the attacker can successfully defeat the tracing system. In this 
paper, we take an attacker’s position, aiming at understanding 
how well an attacker can derive the watermark parameters used by 
timing based active watermarking through timing analysis.  When 
an attacker uses a series of stepping stone hosts, the attacker has 
to establish a sequence of connections between adjacent hosts, 
and application data (e.g., a shell command) is relayed by these 
connections from the attacker to the final target or vice versa.

Fig. 3:

An attacker can easily obtain the one-way packet transit delay 
(abbreviated as packet delay) of a piece of application data as it 
is forwarded from one host to another. For example, as illustrated 
in fig. 1, when ha−1 forwards a shell command to ha in a packet, 
the attacker can include ha−1’s current local time ts along with the 
command. When he receives this shell command, the attacker can 
retrieve ts, check the receipt time tr at ha, and calculate the delay as 
d = tr − ts. The packet delays are the target of our timing analysis. 
When the stepping stone hosts do not have well synchronized time, 
the packet delay will include the clock offset (i.e., the difference 
between the clocks at a specific time) and the clock skew (i.e., 
the first derivative of the offset). Clock skew is a critical issue 
since it constantly changes the packet delays. We may use the 
approach proposed in [7], to handle this problem. That is, we use 
cumulative minima (or maxima) to identify the skew, and then 
use linear fit to compute and remove the skew. As a result, clock 
discrepancy only introduces a constant clock offset into all packet 
delays after the clock skews are removed. When the stepping stone 
hosts do not have well synchronized time, the packet delay will 
include the clock offset (i.e., the difference between the clocks 
at a specific time) and the clock skew (i.e., the first derivative 
of the offset). Clock skew is a critical issue since it constantly 
changes the packet delays. We may use the approach proposed in 
[7] to handle this problem. That is, we use cumulative minima (or 
maxima) to identify the skew, and then use linear fit to compute and 
remove the skew. As a result, clock discrepancy only introduces a 
constant clock offset into all packet delays after the clock skews are 
removed. We examined the one-way packet transit delays between 
computers in the Planet Lab, which are distributed worldwide. 
a typical distribution of the packet delays from a computer at 
MIT to a computer on our campus network after the clock skew 
between these computers are removed. To simplify our analysis, 
we approximate such distributions with normal distributions. 
In our experiments, such approximations pass Kolmogorov- 
Smirnov [6], goodness-of-fit test with a significance level of 
0.05, which is the probability that we wrongly reject the normal 
distribution approximation when it is actually true. It is easy to 
see that an attacker can observe the packet delays and estimate the 
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parameters (i.e., mean μ and variance σ2) of the delay distribution. 
To distinguish such packet delays from the delays introduced by 
watermark embedding, hereafter we call them normal network 
delays. When a timing-based active watermarking approach 
is used for trace-back, certain packets will have to be delayed 
to embed the watermark. Assuming the packets to be delayed 
come at random time, we can easily derive that the watermark 
delays (i.e., additional delays of the embedding packets) follow 
a uniform distribution over [0, 2S), where S is the quantization 
step. We performed experiments to validate this assumption. The 
results pass Kolmogorov-Smirnov goodness-of-fit test for uniform 
distribution with a significance level of 0.05. When a watermark is 
embedded, the packet delay of each embedding packet should be 
the combination of the normal network delay and the watermark 
delay. Let normal random variable X represent the normal network 
delay, and uniform random variable Y represent the watermark 
delay. The delta y of the embedding packet is Z = X + Y . We can 
easily derive the probability density function of Z as: 

where, fX is the probability density of a normal distribution with 
mean μ and variance σ2. S is the quantization step. The mean μ 
is not very important since it does not affect the shapes of fX and 
fZ, but only moves them along x-axis simultaneously. Figure 3 
shows an example of fX and fY . Apparently, when a network 
flow is watermarked by a trace-back system, some packet delays 
will follow the distribution of Z, which is different from that of 
X. (A packet pi delayed by watermark may cause some following 
packets to be postponed and sent out immediately after pi to keep 
the correct packet order. These collateral delays can be identified 
by checking whether there is a large delay that affects its following 
packets. For simplicity, we do not consider such collateral delays.) 
In this paper, we investigate techniques that can take advantage 
of this observation to detect the existence of timing-based active 
watermarks, recover the watermark parameters, and remove and 
duplicate the observed watermarks. In order to fully understand 
attackers’ threats on the active watermarking scheme, we focus 
on investigating the following problems:

How can an attacker infer the watermark parameters and how 1. 
much can be recovered?
How can an attacker duplicate a watermark to mislead the 2. 
trace-back system? How well?
How can an attacker that connects through stepping stones 3. 
determine whether he/she is being tracked by a timing-based 
active watermarking system as quickly as possible? We choose 
to first tackle the watermark recovery/ duplication problem 
since it puts a major threat on the watermark scheme. In the 
following, we assume the attacker obtain the packet delays 
from two adjacent hosts in the stepping stone connections, 
and try to compromise the watermark scheme at the second 
host.
Inferring Watermark Parameters As discussed earlier, an 4. 
attacker can observe the packet delays and obtain the distribution 
(i.e., μ and σ). We also assume the attacker has obtained a 
sequence of packet delays d1, d2, ..., dn between two stepping 
stone hosts where a watermark is embedded. However, the 
attacker does not know the watermark parameters, including 

the quantization step S, the degree of robustness M, the length 
L of the watermark, and the exact watermark bits. The goal 
of this section is to investigate whether, how, and how well 
the attacker can recover these parameters. When there is no 
watermark, the observed packet delays are entirely caused by 
normal network delays. However, when an watermark exists, 
some delays will be the combination of both normal network 
delays and watermark delays. That is, the observed packet 
delays are drawn from a mixture of two random variables X 
and Z. Thus, the distribution of di’s is

where, θ is the proportion of di’s that are from watermark delays. 
When no watermark is embedded, θ = 0. In the following, we first 
estimate the quantization step S and the proportion parameter θ, 
then identify the packets delayed due to watermark, and finally 
recover the remaining watermark parameters or duplicate the 
watermark (without knowing all the parameters).

III. Proposed work

A. SWIRL Watermarking Scheme
 SWIRL is an interval-based watermark; therefore, it considers the 
flow as a collection of intervals of length T, with an initial offset 
o; i.e., the ith interval includes packets during time period [o + iT; 
o + (i + 1)T). We first describe our approach to flow-dependent 
marking and then describe the overall SWIRL scheme.

B. Flow Dependent Marking
To perform flow-dependent marking, we select two intervals: a 
base and a mark interval. The positions of these intervals will be 
fixed for all flows, but is otherwise arbitrary, with the restriction 
that the base interval must come earlier. During watermarking, 
we will use the base interval to decide which pattern to insert on 
the mark interval; the detector will correspondingly look for the 
pattern it computes using its version of the base interval.
The property of the base interval that we use is the interval centroid, 
which is the average distance of the packets from the start of the 
interval. I.e., if the interval i contains packets arriving at times 
t1----tn, the centroid is:

   (1) 
To decide on the pattern to be used on the mark interval, we 
quantize the centroid to a symbol s in the range [0;m) for some m 
€ Z+. Since the range of the centroid is [0; T), a simple approach 
would be to set s = [mC/T]. However, this would result in a 
non-uniform distribution for s, since a centroid is more likely 
to be in the center than at the interval. The actual distribution 
of centroids is heavily dependent on the rate of the flow as well 
as the distribution of packet delays. In order to approximate a 
uniform distribution for s, we take the approach of using finer 
partitioning. Namely, we set:

   (2)
for q > 1. The quantization multiplier q helps smooth out the 
distribution; it is easy to see that as q ! 1, s tends to a uniform 
distribution. We will discuss the choice of q.
The value s is then used to transform the mark interval. We first 
subdivide the mark interval into r subintervals of length T/r each. 
The subintervals are then further subdivided into m slots each, 
with the slots numbered 0…….m-1, see fig. 3. We select a slot 
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in each subinterval i by applying a permutation pi(i) to s; each 
packet is then delayed such that it falls within a selected slot, 
possibly moving into the next subinterval. (Any packets at the 
end of the interval past the last selected slot are not delayed.) 
This produces a distinct pattern in the mark interval; see Figure 
4 for an illustration. Note that we must use distinct permutation 
for each subinterval; otherwise we risk creating a periodic pattern 
that can easily be observed. The permutations (0)…..(r-1) are part 
of the secret watermark key.

C. Detection
To detect the watermark presence, the detector analyzes packets 
in the base interval to compute the centroid ^ C. It then derives 
^s from ^C using (2). It then counts the fraction of packets in the 
mark interval that are in the correct slot ( (i) (^s)). If this ratio is 
greater than a packet threshold, then the watermark is considered 
to be detected successfully.

 (3)

D. SWIRL Design
A single watermark instance is likely to produce too high a rate 
of false errors. To improve detection, SWIRL uses n base and 
mark interval pairs. Let d be the number of intervals where the 
watermark was detected; then the entire watermark is considered 
to be detected if d > n for some threshold n. These parameters 
must be shared between the watermarker and detector. The system 
parameters are chosen to achieve a particular performance based 
on the properties of the original flows and the noisy channel. The 
secret parameters are chosen randomly and can be thought of as a 
secret key shared between the watermarker and the detector.

Table 2: Watermark Parameters

Fig. 4: Delaying Packets to Insert a Watermark (m= 3, r= 4)

IV. Watermark Invisibility
In this section, we start by showing that the very high entropy 
of the SWIRL watermark key makes is infeasible for an attacker 
to guess the watermark key. Then, we show that without having 
access to the watermark key an attacker is unable to detect the 
SWIRL watermark from a single watermark flow, as well as from 
multiple watermarked flows.

A. Watermark Key Entropy
To maintain invisibility, the watermark key must remain secret. 
We therefore estimate the size of the key space for the secret 
parameters used in SWIRL, as listed in Table 2.
First, we consider the space of permutations π(i)j . Each permutation 
is a random member of Sm, and each permutation is chosen 
independently. Therefore, the total space of permutations is (m!)
rn. Next, we must consider the space

 

 
 intervals = range(2*n) # 0,...,2n-1
 for i in range(n):
 b[i] = intervals[0]
 intervals.remove(b[i])
 # pick m[i] uniformly at random
 # out of remaining intervals
 m[i] = random.choice(intervals)
 intervals.remove(m[i])

Fig. 5: Algorithm to Generate Interval Assignmentsof Parameters 
bj and mj . Note that it is Possible to Create Equivalent Keys by 
Renumbering the Intervals, Therefore, we Must Count the Number 
of Non-Equivalent Interval Assignments; we do so by Defining a 
Canonical Ordering Scheme Such that bi < bj for any i < j.

B. Single Flow Invisibility
In this section we demonstrate the infeasibility of distinguishing 
between SWIRL watermarked flows and benign flows by an 
attacker who does not have access to the watermark key.
Delay
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  A flow watermark is required to be invisible. The 
magnitude of delays makes a scheme easier or harder to identify. 
The maximum delay inserted by SWIRL is:

V. System Analyses

A. False-Positive Errors
The false-positive error rate is the probability of detecting a non-
watermarked flow as watermarked. To calculate this, first consider 
the probability that a single packet in some mark interval is in the 
“correct” slot. If we assume a Poisson distribution for the flows, 
it is easy to see that:

     (4)
Of course, actual flows might have different distributions; 
however, unless the traffic patterns in a flow are correlated with 
the distances between slots (randomized by π) this will remain a 
good approximation.
Given a mark interval with P packets, the number of packets in 
“correct” slots will follow a Binomial distribution of P trials with 
probability of success PFp, B(P, FPp). The cumulative distribution 
function of a Binomial distribution with v trials and success 
probability h, B(v, h) is given by the regularized incomplete beta 
function I(.) as:

  (5)
It follows that the odds of getting at least T fraction of packets in 
the correct slots can be computed as :

  (6)
Since we perform the detection for both ̂ s and ̂ s1, the probability 
of an interval with P packets being considered detected is:

  (7)
Modeling the flow as a Poisson process of rate λ, the number of 
packets in an interval of length T is distributed according to a 
Poisson distribution with parameter λT. Therefore, the overall 
probability of a false positive detection in an interval is:

 (8)
Finally, the total number of detected intervals will once again 
follow a Binomial distribution B(n; FPI ), thus the overall false 
positive rate is:

   (9)

B. False-Negative Errors
Now we consider the false-negative errors, i.e., the probability 
that a watermarked flow is considered not to be watermarked by 
the detector.
Again, we start by considering a single mark interval. The 
probability that it is considered not detected is:

  (10)
where, FNs represents the probability that neither ^s nor ^s1 
correspond to the original quantization s, and FNp represents the 
probability that more than (1-T ) fraction of packets have shifted 
out of the “correct” slot, s.
Note that for the quantization to be misdetected, the centroid must 
shift by at least T/(2mq); thus:

  (11)
Note that, given Q packets in the base interval, with delay of j for 
packet j, we can calculate:

    (12)
We adopt a Gaussian approximation for the distribution of packet 
delays, as suggested in previous work. Using synchronization, we 
can ensure that the distribution has mean 0. We thus model delay 
as i.i.d. Gaussian: ð j ~ N(0;σ2). Then:

    (13)

  (14)

VI. Conclusions
We proposed SWIRL, a novel flow-dependent watermarking 
scheme for network flows. SWIRL uses an interval-based structure 
in order to provide robustness to network perturbations, while 
evading multi-flow attacks by making the watermark dependent 
on the containing flow. SWIRL performs blind watermarking, 
reducing the communication overhead and computation overhead 
compared to passive traffic analysis or non-blind watermarking 
schemes. We show through analysis, simulation, and experiments 
that SWIRL is able to link related flows using flow lengths as 
short as 2 minutes, while providing error rates on the order of 
106 or less. SWIRL introduces short delays on average and
it is undetectable using existing covert channel detection tools. 
Finally, we show that SWIRL can be used to address a congestion 
attack on the Tor network.
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