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Abstract
IP spoofing serves the purpose of concealing the identity of 
the sender or impersonating another computer system. This 
mechanism is most frequently used by the Distributed Denial of 
Service attacker, since they does not care about receiving response 
to their attack packets. Packets with spoofed addresses are thus 
suitable for such attacks. Learning about how and why the spoofing 
attacks are used, along with few simple prevention methods, can 
help protect your network from these malicious cloaking and 
cracking activity.  In this paper we will overview various proposed 
schemes to mitigate the IP spoofing based attacks.
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I. Introduction
Spoofing the source IP address of packets on the Internet is one 
of the major tools used by hackers to mount Denial of Service 
(DoS) attacks. In such attacks the attackers forge the sourceIPof 
packets that are used in the attack. Instead of carrying the source 
IP of the machine the packet came from, it contains an arbitrary 
IP address which is selected either randomly or intentionally. 
The ease with which such attacks are generated made them very 
popular. According to a study there are at least four thousand such 
attacks every week in the Internet.
Aside from being very effective in generating denial of service 
on the victim, the spoofed attacks give hackers two additional 
advantages: First, it weakens the ability to mitigate the attack 
since the malicious traffic cannot be categorized (by source) and 
hence much harder to filter out. Second, it makes law enforcement 
harder, since it is much harder to trace back the source of the attack 
and hence to trace the attacker.
In this paper, we overview the different IP spoofing based 
attacks, list the effectiveness of these attacks and various defense 
mechanism used to mitigate the attack level.

II. IP Spoofing Technique
IP spoofing attack is when an intruder attempts to disguise itself by 
pretending to have the source IP address of a trusted host to gain 
access to specified resources on a trusted network. IP spoofing is 
basically forging or falsifying (spoofing) the source IP address 
in IP packets. An intruder crafts an IP datagram with a source IP 
address that does not belong to them.

Fig. 1: IP Spoofing Scenario

IP spoofing is a frequent tool in Distributed Denial-of-Service 
(DDoS) attacks and intrusions. It is also necessary for reflector 
DDoS attacks, where an attacker spoofs a victim’s address in 
service requests sent to a large number of legitimate servers, called 
‘reflectors” that then flood the victim with replies. IP spoofing 
exacerbates all these threats because source addresses cannot be 
trusted; a simple defense approach that remembers and penalizes 
known offenders cannot be applied.
Many researchers believe that spoofing is a solved problem based 
on two arguments:

A study that estimates 80% of networks deploy ingress 1. 
filtering and
Prevalence of non-spoofed DDoS attacks.2. 

The most prominent IP spoofing defense mechanism is Ingress 
Filtering. This filtering mechanism removes outgoing traffic that 
spoofs addresses outside the deploying network’s address range. 
The study shows that around 80% of networks participating in 
the project deploy ingress filtering. Because the total number of 
probed addresses is about 15% of assigned IP addresses today, 
these results cannot be readily extrapolated to the entire Internet. 
We further emphasize that even if only 20% of all networks in the 
Internet allowed spoofing, they could still generate high-volume 
spoofed and reflected traffic to any target. Spoofing is thus very 
much an open problem in today’s Internet.
Contemporary DDoS techniques have gravitated toward flash-
crowd type attacks that do not use spoofing. Still, there are a 
significant number of DDoS attacks that take advantage of 
spoofing. For example, recent analysis of backscatters traffic used 
replies to spoofed packets to infer that there were several hundred 
DDoS attacks with IP spoofing per day in 200-2004, and via 
personal communication with the study’s authors we confirmed 
that the data for 2005 and 2006 look similar. Thus, while there 
may be many other DDoS attacks that do not use spoofing and 
could not be observed in backscatter traffic, it is certain that 
several hundred attacks per day use spoofing a large number to be 
discarded as insignificant. Another type of DDoS attacks that has 
recently become popular are reflector attacks these attacks must 
use spoofing and will not be visible in backscatter traffic because 
the replies go directly to the victim. In the two-month interval 
between December 2005 and February 2006 about 1,500 targets 
were attacked via recursive DNS attacks that deploy spoofing for 
reflection and amplification. Such attacks are devastating to targets 
that must allow DNS traffic for their daily activities. Eliminating 
or reducing spoofed traffic would thus greatly improve the state 
of Internet security.
To date, seven filtering approaches have been proposed to detect 
and discard spoofed traffic: ingress filtering (ING), Hop-Count 
Filtering (HCF), Route-Based Filtering (RBF), Inter-Domain 
Packet Filtering (IDPF), Spoofing Prevention Method (SPM), 
Packet Passports (PASS) and StackPI (SPi). ING, HCF, and 
SPM were proposed for end network deployment, while RBF, 
IDPF, PASS, and SPi require collaboration with core networks 
for filtering or packet marking. Because the proposed approaches 
differ greatly in their design, deployment patterns and performance 
goals, they have been evaluated by their authors in a customized 
setting and using custom performance measures. 
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This paper primarily focuses on understanding various 
spoofing detection and prevention mechanisms mentioned 
above and analyzing the performance index of these techniques 
individually.

III. Defense Mechanisms
In this section we will go through various techniques which 
have been proposed by different authors to defend against the IP 
Spoofing based attacks. 

A. Ingress Filtering
Ingress filtering is a technique used to make sure that incoming 
packets are actually from the networks that they claim to be from. 
Networks receive packets from other networks. Normally a packet 
will contain the IP address of the computer that originally sent 
it. This allows devices in the receiving network to know where 
it came from, allowing a reply to be routed back (amongst other 
things). However, a sender IP address can be faked (‘spoofed’), 
characterizing a Spoofing attack. This disguises the origin of 
packets sent, for example in a Denial-of-service attack.
Filtering a packet is when the packet is not processed normally, 
but is denied in some way. The computer processing the packet 
might simply ignore the packet completely, or where it is possible 
it might send a packet back to the sender saying the packet is 
denied. In ingress filtering, packets coming into the network are 
filtered if the network sending it should not send packets from 
IP addresses of the originating computer. In order to do ingress 
filtering, the network needs to know which IP addresses each 
of the networks it is connected to may send. This is not always 
possible. For instance, a network that has a single connection to 
the Internet has no way to know if a packet coming from that 
connection is spoofed or not.

B. Hop-Count Filtering
The fundamental idea of this scheme to utilize inherent network 
information that each packet carries and an attacker cannot easily 
forge to distinguish spoofed packets from legitimate ones. The 
inherent network information we use here is the number of hops 
a packet takes to reach its destination: although an attacker can 
forge any field in the IP header, he cannot falsify the number of 
hops an IP packet takes to reach its destination, which is solely 
determined by the Internet routing infrastructure. The hop-count 
information is indirectly reflected in the Time-to-Live (TTL) field 
of the IP header, since each intermediate router decrements the 
TTL value by one before forwarding a packet to the next hop. 
The rationale behind Hop-Count Filtering (HCF) is that most 
randomly spoofed IP packets, when arriving at victims, do not 
carry hop-count values that are consistent with the IP addresses 
being spoofed. As a receiver, an Internet server can infer the 
hop-count information and check for consistency of source IP 
addresses. Exploiting this observation, HCF builds an accurate 
IP-to-hop count (IP2HC) mapping table, while using a moderate 
amount of storage, by clustering address prefixes based on hop-
count.
The basic HCF principles are as follows:

1. Hop-Count Computation
Since hop-count information is not directly stored in the IP header, 
one has to compute it based on the final TTL value.  TTL is an 8-bit 
field in the IP header, originally introduced to specify the maximum 
lifetime of each packet in the Internet. Each intermediate router 
decrements the TTL value of an in-transit IP packet by one before 

forwarding it to the next-hop. The final TTL value when a packet 
reaches its destination is, therefore, the initial TTL decreased 
by the number of intermediate hops (or simply hop-count). The 
challenge in hop-count computation is that a destination only sees 
the final TTL value. It would have been simple had all operating 
systems (OSes) used the same initial TTL value, but in practice, 
there is no consensus on the initial TTL value. Furthermore, since 
the OS for a given IP address may change with time, we cannot 
assume a single static initial TTL value for each IP address.

2. Capturing Legitimate Hop-Count Values
To maintain an accurate IP2HC mapping table, we must capture 
valid hop-count mappings and legitimate changes in hop count, 
while foiling any attempt to slowly pollute the mapping table. We 
can accomplish this through TCP connection establishment. The 
IP2HC mapping table should be updated onlyby packets belonging 
to TCP connections in the state. The three-way TCP handshake for 
connection setup requires the active-open party to send an ACK 
(the last packet in the three-way handshake) to acknowledge the 
passive party’s initial sequence number. The zombie (flooding 
source2) that sends the SYN packet with a spoofed IP address 
will not receive the victim’s SYN/ACK packet and thus cannot 
complete the three-way handshake. Using packets from established 
TCP connections ensures that an attacker cannot slowly pollute a 
table by spoofing source IP addresses.

Fig. 2: Hop-Count Inspection Algorithm

C. Route-Based Filtering
Route-based packet filtering includes probabilistic packet marking 
and ICMP message-based traceback. We show that by exploiting 
routing information associated with BGP, distributed packet 
filtering is able to achieve a synergistic filtering effect which 
proactively prevents significant but not all spoofed IP flows from 
reaching their target destinations in the first place. Those spoofed 
IP Flows that cannot be  prevented from penetrating are so few in 
number, however,  such  that  their  origin  can  be  localized to 
within 5 sites facilitating effective  IP  traceback.  Collectively, 
DPF renders 88% of possible attack sites impotent, i.e., no spoofed 
IP flow emanating from these sites can reach other target sites 
which promotes scalable DDoS attack prevention.  This filtering 
effect can be achieved by performing the filtering function at less 
than 20% of all Autonomous Systems (AS) in the Internet which 
makes incremental deployment feasible. Lastly, we show that the 
distributed filtering effect intimately depends on the power-law 
connectivity structure of Internet topology.
A route-based filter associates a source address with the previous 
hop traversed by this source’s packets. RBF is altruistic defense and 
its authors recommended a vertex cover deployment. Normalized 
strength of an RBF filter is:
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where PH(p), is the number of sources whose previous hop at F 
differs from p’s previous hop. ASes with more neighbors should 
have a higher filtering strength. In isolated deployment there are 
very few nodes with high filter strength because AS connectivity 
follows power law. Filters’ TP measure is very high for optimal 
deployment and similar to HCF’s. RAP measure is same for filters 
and non-filters and depends on the path coverage.

D. Inter-Domain Packet Filtering
The IDPF architecture takes advantage of the fact that while 
network connectivity may imply a large number of potential paths 
between source and destination domains, commercial relationships 
between ASes act to restrict to a much smaller set the number of 
feasible paths that can be used to carry traffic from the source to the 
destination. It shows that locally exchanged routing information 
between neighbors, i.e., BGP route updates, is sufficient to identify 
feasible paths and construct IDPFs. Like route-based packet filters, 
the proposed IDPFs cannot stop all spoofed packets. However, 
when spoofed packets are not filtered out, IDPFs can help localize 
the origin of attack packets to a small set of ASes, which can 
significantly improve the IP traceback situation.
It is summarized as follows:

It describe how to practically construct inter domain 1. 
packet filters locally at an AS by using only the BGP route 
updates being exchanged between the AS and its immediate 
neighbors.
To evaluate the effectiveness of the architecture, it conducts 2. 
extensive simulation studies based on AS topologies and 
AS paths extracted from real BGP data provided by the 
Route-Views project. The results show that, even with 
partial deployment, the architecture can proactively limit an 
attacker’s ability to spoof packets. When a spoofed packet 
cannot be stopped, IDPFs can help localize the attacker to 
a small number of candidate ASes, reducing the effort and 
increasing the accuracy of IP traceback schemes.

The idea of IDPF is motivated by the work carried out by Park and 
Lee, which was the first effort to evaluate the relationship between 
topology and the effectiveness of route-based packet filtering. The 
authors showed that packet filters that are constructed based on 
the global routing information can significantly limit IP spoofing 
when deployed in just a small number of ASes. 

E. Spoofing Prevention Method
The method enables routers closer to the destination of a packet to 
verify the authenticity of the source address of the packet. In the 
SPM architecture a key is added to each packet, to validate that 
the packet is not spoofed. The key is a constant number, which 
is chosen for marking all the traffic between a source AS and 
destination AS. The fact that the key is a function of the source 
and destination makes it hard to spoof. To enable the SPM some 
routers at participating ASes are required to: 

Mark the outgoing packets with the appropriate key, and 1. 
Verify the authenticity of the key on incoming packets.2. 

Similar to the BGP architecture, the elementary players in the 
SPM are the ASes. Every AS chooses independently the set of 
keys to mark traffic that originated from its AS. This set of keys 
is distributed to other participants in SPM. The distribution of 
the key can be achieved either by designing a special distribution 
protocol, or by passive label distribution protocol, where the key 
assignments, is derived from the normal traffic.
Under SPM keys are placed on the packets by routers at the source 

AS, their authenticity is checked by routes at the destination AS, 
and the keys are removed from the packets after the authenticity 
check has been performed. Therefore, attackers that have access 
only to edge devices, such as standard computers and servers 
cannot see or affect the keys or the method. Note that SPM can 
be used with or without the ingress/egress filtering.

F. StackPi
StackPi deploys distributed markers - routers that mark forwarded 
packets by shifting their IP identification field and appending a 
short label, which is derived from the previous hop’s and this 
router’s IPs. When the packet arrives at its destination, its mark 
consists of “stacked” labels placed by markers that have forwarded 
this packet, and can be used as path identifier”. The mark can 
be used for spoofed packet filtering by associating it with the 
source address, and dropping packets with incorrect marks. For 
this functionality, it is important to place the markers in such a way 
to maximize the distinctiveness between sources. This is achieved 
when stacking is minimized, i.e. when markers are as close to the 
sources as possible. SPi was proposed as a selfish defense, but 
the necessity of placing markers at remote routers makes it more 
suitable for altruistic deployment; marker placement must then 
maximize mark distinctiveness for all Internet nodes.

IV. Performance Comparison
Altruistic versions of HCF, RBF and SPi have a comparable 
performance across all measures and offer significant and fair 
protection to all nodes with 50 optimal filters. IDPF and SPM 
offer much lower protection with 50 optimal filters, while ingress 
filtering requires at least 10% deployment for 90% protection. 
SPi and SPM further need 100 optimally placed markers. HCF 
is the only defense that successfully protects filters from spoofed 
traffic in selfish deployment. RBF filters can benefit from selfish 
deployment, but only if they have a sufficient connectivity, while 
SPi filters require well-placed markers to reap benefits. Selfish 
deployment of IDPF only helps a few well-connected filters, while 
selfish SPM and selfish ingress filtering offer poor protection. 
Practically it is difficult to completely protect networks from 
spoofing-based DDoS attacks, however from the above study it 
is clearly understood that IDPF can significantly limit the spoofing 
capability of an attacker. Also, the AS under attack can localize 
the true origin of an attack packet to be within 28 ASes, therefore, 
greatly reducing the effort of IP traceback. Network ingress 
filtering helps improve the performance of IDPFs. However, even 
without network ingress filtering being deployed in any ASes, an 
attacker still cannot launch any spoofing-based attacks from within 
more than 60% of ASes. ASes (and their customers) are better 
protected by deploying IDPFs compared to the ones that do not. 
For example, while only about 5% of all nodes on the Internet 
cannot be attacked by attackers that can spoof IP addresses of 
more than 6000 nodes, that percentage becomes higher than 11% 
among the nodes that support IDPFs.

V. Conclusion
In this paper we studied various mechanisms to fight against IP 
Spoofing based attacks. We saw that IDPF can significantly limit 
the spoofing capability of an attacker compared to other defense 
mechanisms. they also help localize the actual origin of an attack 
packet to be within a small number of candidate networks. In 
addition, IDPFs also provide adequate local incentives for network 
operators to deploy them. Hence we conclude, that compared to 
all other defense mechanisms IDPF has significant capacity to 
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block the IP Spoofing attack with minimum false positive rate 
and also traceback the attack path effectively.
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