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Abstract
In this paper, we describe Gadget Device Driver implementation 
mechanism for OMAP 4430 based PandaBoard for open source 
Linux kernel and for character devices, block devices and network 
devices available on pandaboard. We outline the basic principles of 
writing Linux device driver for PandaBoard (OMAP4430 SOC). 
We employ device driver for USB based Gadgets such as USB 
mass storage devices, USB Thumb Scanner and USB web camera 
on multiple Linux distributions like Ubuntu, Android, Angstrom. 
We load new drivers in Linux Kernel and generate new Binaries 
of OS which can boot OMAP 4430 based PandaBoard. We also 
test that employed drivers work with multiple manufacturers of 
that peripheral making them Class drivers.
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I. Introduction
Device drivers take on a special role in the Linux kernel. They are 
distinct “black boxes” that make a particular piece of hardware 
respond to a well-defined internal programming interface; they 
hide completely the details of how the device works. User activities 
are performed by means of a set of standardized calls that are 
independent of the specific driver; mapping those calls to device-
specific operations that act on real hardware is then the role of the 
device driver. This programming interface is such that drivers can 
be built separately from the rest of the kernel and “plugged in” at 
runtime when needed. This modularity makes Linux drivers easy 
to write, to the point that there are now hundreds of them available. 
When writing drivers, we should pay particular attention to this 
fundamental concept: write kernel code to access the hardware, 
but don’t force particular policies on the user, since different 
users have different needs.The driver should deal with making 
the hardware available, leaving all the issues about how to use the 
hardware to the applications. A driver, then, is flexible if it offers 
access to the hardware capabilities without adding constraints. 
Sometimes, however, some policy decisions must be made. For 
example, a digital I/O driver may only offer byte-wide access to 
the hardware in order to avoid the extra code needed to handle 
individual bits.
We can also look at our driver from a different perspective: it 
is a software layer that lies between the applications and the 
actual device. This privileged role of the driver allows the driver 
programmer to choose exactly how the device should appear. 
Different drivers can offer different capabilities, even for the same 
device. The actual driver design should be a balance between many 
different considerations. For instance, a single device may be used 
concurrently by different programs, and the driver programmer has 
complete freedom to determine how to handle concurrency. We 
could implement memory mapping on the device independently 
of its hardware capabilities, or we could provide a user library to 
help application programmers implement new policies on top of 
the available primitives, and so forth. One major consideration is 
the trade-off between the desire to present the user with as many 
options as possible and the time you have to write the driver, as 
well as the need to keep things simple so that errors don’t creep in. 
In a Linux system, several concurrent processes attend to different 

tasks. Each process asks for system resources, be it computing 
power, memory, network connectivity, or some other resource. The 
kernel is the big chunk of executable code in charge of handling 
all such requests. Although the distinction between the different 
kernel tasks isn’t always clearly marked, the kernel’s role can be 
split into the following parts. The kernel is in charge of creating 
and destroying processes and handling their connection to the 
outside world (input and output). Communication among different 
processes (through signals, pipes, or inter process communication 
primitives) is basic to the overall system functionality and is also 
handled by the kernel. In addition, the scheduler, which controls 
how processes share the CPU, is part of process management. More 
generally, the kernel’s process management activity implements 
the abstraction of several processes on top of a single CPU or a 
few of them.

A. Memory Management
The computer’s memory is a major resource, and the policy used 
to deal with it is a critical one for system performance. The kernel 
builds up a virtual addressing space for any and all processes on 
top of the limited available resources. The different parts of the 
kernel interact with the memory-management subsystem through 
a set of function calls, ranging from the simple malloc/free pair 
to much more complex functionalities.

B. File Systems
Linux is heavily based on the file system concept; almost 
everything in Linux can be treated as a file. The kernel builds 
a structured filesystem on top of unstructured hardware, and the 
resulting file abstraction is heavily used throughout the whole 
system. In addition, Linux supports multiple file system types, 
that is, different ways of organizing data on the physical medium. 
For example, disks may be formatted with the Linux-standard 
ext3 filesystem, the commonly used FAT filesystem or several 
others.

C. Classes of Devices Under Linux
The Linux way of looking at devices distinguishes between three 
fundamental device types. Each module usually implements one 
of these types, and thus is classifiable as a char module, a block 
module, or a network module. This division of modules into 
different types, or classes, is not a rigid one; we can choose to 
build huge modules implementing different drivers in a single 
chunk of code. We shall create a different module for each new 
functionality we implement, because decomposition is a key 
element of scalability and extendibility.

D. Character Devices
A character (char) device is one that can be accessed as a stream 
of bytes (like a file); a char driver is in charge of implementing 
this behavior. Such a driver usually implements at least the open, 
close, read, and write system calls. The text console (/dev/console) 
and the serial ports (/dev/ttyS0 and friends) are examples of char 
devices, as they are well represented by the stream abstraction. 
Char devices are accessed by means of filesystem nodes, such as 
/dev/tty1 and /dev/lp0. The only relevant difference between a 
char device and a regular file is that you can always move back 
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and forth in the regular file, whereas most char devices are just 
data channels, which you can only access sequentially. There exist, 
nonetheless, char devices that look like data areas, and you can 
move back and forth in them; for instance, this usually applies 
to frame grabbers, where the applications can access the whole 
acquired image using mmap or lseek.

E. Block devices
Like char devices, block devices are accessed by filesystem nodes 
in the /dev directory. A block device is a device (e.g., a disk) 
that can host a filesystem. In most Unix systems, a block device 
can only handle I/O operations that transfer one or more whole 
blocks, which are usually 512 bytes (or a larger power of two) 
bytes in length. Linux, instead, allows the application to read and 
write a block device like a char device—it permits the transfer 
of any number of bytes at a time. As a result, block and char 
devices differ only in the way data is managed internally by the 
kernel, and thus in the kernel/driver software interface. Like a 
char device, each block device is accessed through a filesystem 
node, and the difference between them is transparent to the user. 
Block drivers have a completely different interface to the kernel 
than char drivers.

F. Network Interfaces Devices
Any network transaction is made through an interface, that is, 
a device that is able to exchange data with other hosts. Usually, 
an interface is a hardware device, but it might also be a pure 
software device, like the loopback interface. A network interface 
is in charge of sending and receiving data packets, driven by the 
network subsystem of the kernel, without knowing how individual 
transactions map to the actual packets being transmitted. Many 
network connections (especially those using TCP) are stream-
oriented, but network devices are, usually, designed around the 
transmission and receipt of packets. A network driver knows 
nothing about individual connections; it only handles packets.

G. USB Subsystem Driver Mechanism
There are other ways of classifying driver modules that are 
orthogonal to the above device types. In general, some types of 
drivers work with additional layers of kernel support functions 
for a given type of device. For example, Universal Serial Bus 
(USB) modules, serial modules, SCSI modules, and so on. Every 
USB device is driven by a USB module that works with the USB 
subsystem, but the device itself shows up in the system as a char 
device (a USB serial port, say), a block device (a USB memory 
card reader), or a network device (a USB Ethernet interface).

H. Device Control
Almost every system operation eventually maps to a physical 
device. With the exception of the processor, memory, and a 
very few other entities, any and all device control operations are 
performed by code that is specific to the device being addressed. 
That code is called a device driver. The kernel must have embedded 
in it a device driver for every peripheral present on a system, from 
the hard drive to the USB Pen drive and from Thumb scanner to 
Printer and Web camera. This aspect of the kernel’s functions is 
our primary interest

I. Compiling Modified Kernel for ARM
As we load new device driver in the Linux mainline kernel then 
to use it for booting ARM based device we need to use ARM 
Toolchain to generate binaries of modified Kernel. The toolchain 

consists of the GNU binutils, compiler set (GCC) and debugger 
(Insight for Windows and Linux, GDB only for MacOS). Newlib 
is used for the C library. The toolchain includes the C and C++ 
compilers [1].

II. OMAP Device Driver Mechanism
The device driver provides a consistent user interface to a large 
variety of hardware devices. It provides the basis for the familiar 
UNIX/Linux convention that everything must be represented as 
a file.

A. Loadable Modules
Loadable modules have particular importance to embedded 
systems. Loadable modules enhance field upgrade capabilities. 
For example, the module itself can be updated in a live system 
without the need for a reboot. Modules can be stored on media 
other than the root (boot) device, which can be space constrained. 
Of course, device drivers can also be statically compiled into 
the kernel, and, for many drivers, this is completely appropriate. 
Consider, for example, a kernel configured to mount a root file 
system from a network-attached NFS server. In this scenario, you 
configure the network-related drivers (TCP/IP and the network 
interface card driver) to be compiled into the main kernel image 
so that they are available during boot for mounting the remote 
root file system [2].
In this case, the necessary modules and a script to load them would 
be included in the initial ram disk image. Loadable modules are 
installed after the kernel has booted. Startup scripts can load device 
driver modules, and modules can also be “demand loaded” when 
needed. Linux can request a module when a service is requested 
that requires a particular module. Terminology  has  never  been 
standardized when discussing kernel modules . Many terms have 
been and continue to be used interchangeably when discussing 
Linux device drivers. Throughout this and later chapters, the 
terms device driver, Loadable Kernel Module (LKM), loadable 
module, and module are all used to describe a kernel device driver 
module.

B. Device Driver Architecture
The basic Linux device driver model is    familiar  to UNIX/Linux  
system developers. Although the device driver model continues 
to evolve, some fundamental constructs have remained nearly 
constant over the course of UNIX/Linux evolution. Device drivers 
are broadly classified into two basic categories: character devices 
and block devices. Character devices can be thought of as serial 
streams of sequential data. Examples of character devices  include 
serial ports and keyboards. Block devices are characterized by the 
capability to read and write blocks of data to and from random 
locations on an addressable medium. Examples of block devices  
include hard drives and USB Flash drives

C. Installing a Device Driver
Before we can load the module, we need to copy it to an appropriate 
location on our target system. Although we could put it anywhere 
we want, a convention is in place for kernel modules and where 
they are populated on a running Linux system. As with module 
compilation, it is easiest to let the kernel build system do that for us. 
The makefile target modules_install automatically places modules 
in the system in a logical layout. You simply need to supply the 
desired location as a prefix to the default path. In  a  standard  Linux  
workstation  installation,  you might  already  know  that  the device  
driver  modules  live in  /lib/modules/<kernel-version>/...  ordered  
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in a manner similar to the device driver directory hierarchy in the 
Linux kernel tree.
The <kernel-version>  string  is  produced  by  executing  the  
command  uname  -r  on your  target Linux  system.  If you do 
not provide  an  installation prefix  to  the kernel build system, by 
default your modules are  installed  in your own workstation’s /
lib/modules/...  directory.  Since  we  are  embedded  developers,  
and  we  are  cross-compiling,  this  is  probably  not what  you  
intended. You  can  point  to  a  temporary location in your home 
directory and manually copy the modules to your target’s file 
system. Alternatively, if your target embedded system uses NFS 
root mount to a directory on your local development workstation, 
you can install the modules directly to the target file system.

D. Loading a Module
Having completed all the necessary steps, we are now in a position 
to load and test the device driver module.

# modprobe hello1 <<< Load the driver, must be root
   Hello Example Init
# modprobe -r hello1  <<< Unload the driver, must be root
   Hello Example Exit
#
The module does no work other than printing messages to the 
kernel log system via printk(), which we see on our console. When 
the module is loaded, t  he module-initialization function is 
called. We specify the initialization function that will be executed 
on module insertion using the module_init() macro. We declare 
it as follows.

module_init(hello_init);
In  our  initialization  function, we  simply  print  the  obligatory  
hello message  and return.  In  a  real device driver,  this  is where 
you would perform  any  initial  resource allocation  for our module. 
In a  similar  fashion, when we unload  the module  (using the 
modprobe  -r command), our module exit routine  is called. The 
exit routine is specified using the module_exit() macro. In a real 
driver, this is where you undo everything that was done on entry, 
such as freeing any memory or returning the device to a known, 
harmless state. That’s all there is to a skeletal device driver capable 
of live insertion in an actual kernel. 

III. OMAP USB Overview
USB can seem complex at first. It has a plethora of devices and 
a fairly large variety of embedded host controllers. It has several 
modes of operation, and a given controller on a processor (or 
external to it) may have multiple modes of operation. 
If you’ve looked at the full list of USB configuration options 
in a recent Linux kernel, you quickly realize that it can be 
confusing to configure. We can eliminate some of that confusion 
by understanding some basic USB concepts.

A. USB Physical Topology
USB is a master/slave bus topology. Each USB bus can have only 
one master, which is called a host controller. Figure 1 illustrates 
the basic OMAP USB Physical topology.

Fig. 1: OMAP USB Physical Topology

The host controller is always associated with a root hub. The 
root hub provides an attachment point to the host controller and 
provides the hub functions at the top of the USB hierarchy.  
The most common arrangement is that a host controller and root 
hub combination are brought out directly to a connector (through 
a transceiver chip) on the edge of the board. It is this connector 
that end users see. The devices shown in Figure 1 are endpoints 
physical USB appliances that plug into a USB hub. A device may 
support several functions, such as an audio interface that provides 
input and output functionality. The important concept here is that 
every USB device plugs into one and only one hub upstream of 
its location in the topology. Devices on the USB bus are operated 
in a polled manner, controlled by the host controller. Only one 
device at a time can communicate on the bus, as directed by the 
host controller. Mechanisms exist in the specification to allocate 
a specified portion of bandwidth to a given function within a 
device. 

B. OMAP USB Interface
The USB interfaces shown in fig. 2, are supported by OMAP4430 
Application Processor [3].

1. High-Speed Multiport USB Host
The High-Speed (HS) Universal Serial Bus (USB) host subsystem 
consists of several ports and several modes per port. 

Fig. 2: OMAP USB Interfaces
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2. High-Speed USB OTG Controller
The High-Speed USB controller is a high-speed, USB OTG Dual-
Role-Device (DRD) link controller supporting the following 
modes:

USB 2.0 peripheral (function controller) in high/full speed • 
(480/12 Mbps, respectively)
USB 2.0 host in high/full/low speed (480/12/1.5 Mbps, • 
respectively), with one downstream port but
multipoint capability when a hub is connected to it (split • 
transaction support, etc.)
USB 2.0 OTG DRD in high/full speed, with HNP (OTG1.3) • 
and SRP support.

3. Full-Speed USB Host Controller
This module is a Full-Speed Universal Serial Bus (FSUSB) host 
controller which complies with the USB 2.0 standard for full-
speed functions [4]. The FSUSB host controller supports a single 
Universal Serial Bus (USB) host port with a USB interchip to 
interface with a multimedia subscriber-identity module (SIM) 
card, using 2-/4-pin bidirectional mode host mode. The FSUSB 
host controller has level 3 (L3) and level 4 (L4) interfaces with 
an independent functional clock.

IV. Conclusion 
Since many OEMs are shifting from x86 based machines 
towards ARM based machines leads to brand new opportunity 
for development of Linux device drivers for ARM based devices. 
Linux being open source OS has been preferred choice for new 
Community supported devices such as TI OMAP 4430 based 
PandaBoard. USB devices in Linux Kernel may implement 
char, block or network driver mechanism. Linux Kernel being 
freely available has been preferred choice for next generation 
Communication and Computing devices. ARM tool chain is 
required for compiling Linux device drivers for OMAP 4430 
based PandaBoard. Various distributions of Linux such as Ubuntu, 
android, angstrom are being  compiled using GCC/Linaro toolchain 
regularly to support PandaBoard. Pandaboard being Community 
supported device provides developers across world with ARM 
based working and cost effective development Platform which 
can be used for developing and testing device drivers for OMAP 
family of application processors.    
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