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Abstract
The term cloud computing refers to the delivery of scalable IT 
resources over the Internet, as opposed to hosting and operating 
those resources locally, such as on a college or university network. 
Those resources can include applications and services, as well 
as the infrastructure on which they operate. By deploying IT 
infrastructure and services over the network, an organization can 
purchase these resources on an as-needed basis and avoid the 
capital costs of software and hardware. With cloud computing, 
IT capacity can be adjusted quickly and easily to accommodate 
changes in demand. While remotely hosted, managed services 
have long been a part of the IT landscape, a heightened interest in 
cloud computing is being fueled by ubiquitous networks, maturing 
standards, the rise of hardware and software virtualization, and 
the push to make IT costs variable and transparent.
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I. Introduction
Though the concept of “clouds” is not new, it is undisputable 
that they have proven a major commercial success over recent 
years and will play a large part in the ICT domain over the next 
10 years or more, as future systems will exploit the capabilities 
of managed services and resource provisioning further. Clouds 
are of particular commercial interest not only with the growing 
tendency to outsource IT so as to reduce management overhead 
and to extend existing, limited IT infrastructures, but even more 
importantly, they reduce the entrance barrier for new service 
providers to offer their respective capabilities to a wide market with 
a minimum of entry costs and infrastructure requirements – in fact, 
the special capabilities of cloud infrastructures allow providers to 
experiment with novel service types whilst reducing the risk of 
wasting resources. Cloud systems are not to be misunderstood as 
just another form of resource provisioning infrastructure and in 
fact, as this report shows, multiple opportunities arise from the 
principles for cloud infrastructures that will enable further types 
of applications, reduced development and provisioning time of 
different services. Cloud computing has particular characteristics 
that distinguish it from classical resource and service provisioning 
environments:
(1) it is (more-or-less) infinitely scalable; (2) it provides one or 
more of an infrastructure for platforms, a platform for applications 
or applications (via services) themselves; (3) thus clouds can be 
used for every purpose from disaster recovery/ business continuity 
through to a fully outsourced ICT service for an organisation; (4) 
clouds shift the costs for a business opportunity from CAPEX to 
OPEX which allows finer control of expenditure and avoids costly 
asset acquisition and maintenance reducing the entry threshold 
barrier; (5) currently the major cloud providers had already invested 
in large scale infrastructure and now offer a cloud service to exploit 
it; (6) as a consequence the cloud offerings are heterogeneous and 
without agreed interfaces; (7) cloud providers essentially provide 
datacentres for outsourcing; (8) there are concerns over security 
if a business places its valuable knowledge, information and data 
on an external service; (9) there are concerns over availability and 

business continuity – with some recent examples of failures; (10) 
there are concerns over data shipping over anticipated broadband 
speeds. The concept of cloud computing is linked intimately with 
those of IaaS (Infrastructure as a Service); PaaS (Platform as 
a Service), SaaS (Software as a Service) and collectively *aaS 
(Everything as a Service) all of which imply a service-oriented 
architecture.

II. The New Concept
It’s important to understand what’s new about it. On-demand 
services and resources have been available over the Internet for 
some time, but today’s increased focus on cloud computing is due 
to three important differences:
• Scale. Some companies that rely on cloud computing have 
infrastructures that scale over several (or more) data centers.
• Simplicity. Prior to cloud-based computing services, writing code 
for high-performance and distributed computing was relatively 
complicated and usually required working with gridbased services, 
developing code that explicitly passed messages between nodes, 
and employing other specialized methods. Although simplicity is 
in the eye of the beholder, most people feel that the cloud-based 
storage service APIs and MapReduce-style computing APIs are 
relatively simple compared to previous methods.
• Pricing. Cloud computing is often offered with a pricing model 
that lets you pay as you go and for just the services that you need. 
For example, if you need an additional 1,000 computing instances 
for an hour, you pay just for these 1,000 computing instances 
and just for the hour that you use them. No capital expenditure is 
required. The impact has been revolutionary—by using the Google 
File System (GFS) and MapReduce, or the Hadoop Distributed 
File System with its implementation of MapReduce, it’s relatively 
easy for a project to perform a computation over 10 Tbytes of data 
using 1,000 nodes. Until recently, this would have been out of 
reach for most projects. Several other changes and improvements 
have raised cloud computing’s profile as well.

A. Virtualization Technology and Infrastructure as a 
Service
VM technologies’ increasing ubiquity has enabled users to create 
customized environments atop physical infrastructure and has 
facilitated the emergence of business models such as cloud 
computing. VMs’ use has several benefits: 

Server consolidation, which lets system administrators place • 
the workloads of several underutilized servers in fewer 
machines;
The ability to create VMs to run legacy code without interfering • 
with other applications’ APIs;
Improved security through the creation of sandboxes for • 
running applications with questionable reliability; and
Performance isolation, letting providers offer some guarantees • 
and better quality of service to customers’ applications.

Existing VM-based resource management systems can manage a 
cluster of computers within a site, allowing users to create virtual 
workspaces 5 or clusters. 6 Such systems can bind resources to 
virtual clusters or workspaces according to a user’s demand. 
They commonly provide an interface through which users can 
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allocate VMs and configure them with a chosen operating system 
and software. These resource managers, or Virtual Infrastructure 
Engines (VIEs), let users create customized virtual clusters by 
using shares of the physical machines available at the site.
Virtualization technology minimizes some security concerns 
inherent to the sharing of resources among multiple computing 
sites. Indeed, we use virtualization software to realize the InterGrid 
architecture because existing cluster resource managers relying 
on VMs can give us the building blocks — such as availability 
information — required to create virtual execution environments. 
In addition, relying on VMs eases the deployment of execution 
environments on multiple computing sites; user applications can 
have better control over the software installed on the allocated 
resources without compromising the hosts’ operating systems at 
the computing sites.
Virtualization technologies have also facilitated the realization 
of cloud computing services. Cloud computing includes three 
kinds of Internet-accessible services: software-as-a-service 
(SaaS), platform-as-a-service (PaaS), and infrastructure-as-a-
service (IaaS). Here, we consider only IaaS, which aims to provide 
computing resources or storage as a service to users. One major 
player in cloud computing is Amazon’s Elastic Compute Cloud 
(EC2; http://aws.amazon.com/ec2/), which comprises several 
data centers worldwide. Amazon EC2 lets users deploy VMs 
on-demand on Amazon’s infrastructure and pay only for the 
computing, storage, and network resources they use.

B. Elastic, Usage-Based Pricing
Cloud computing is usually offered with a usage-based model 
in which you pay for just the cloud resources that a particular 
computation requires. Computations that require additional 
resources simply request them from the cloud (up to the cloud’s 
overall capacity). Sometimes, the terms elastic or utility computing 
are used to describe this ability of a cloud to provide additional 
resources when required. Amazon’s S3 and EC2 use this pricing 
model.Organizations, therefore, have several options for obtaining 
cloud services, including running their own private clouds or 
buying cloud services from a third party using the elastic, usage-
based pricing model. This type of pricing offers two other important 
advantages as well:
• It doesn’t require up-front investments; instead, as an on-demand 
service, users pay for capacity as they need it.
• It lets users access capacity exactly when they need it. For Web 
2.0 applications, this means that the model can support 100 users 
one day and 10,000 the next. To get a better understanding of utility 
computing, let’s assume that you have a requirement
to operate 100 servers over the course of three years. One option 
is to lease them at $0.40 per instance-hour, which would cost 
approximately 100 servers * $0.40 instance-hour * 3 years * 8,760 
hours/year = $1,051,200.
Another option is to buy them. Let’s assume the cost to buy each 
server is $1,500, that you need two staff members at $100,000 
per year to administer the servers, and that the servers require 150 
watts each, with the cost of electricity at $0.10 per kilowatt-hour, 
bringing the yearly cost to operate the 100 servers to $13,140. 
This option would cost approximately 100 servers * $1,500 + 3 
years * $13,140 electricity/year + 3 years * 2 staff * $100,000 
salary/year= $789,420.
So, if you were to run the servers at 100 percent utilization, buying 
the 100 servers is  less expensive. However, if you were to run 
them at 75 percent utilization or less, using an on-demand style 
of cloud would be less expensive. Of courses, these numbers are 

only estimates, and I haven’t considered all costs, but even from 
this simple example, it’s clear that using a pay-asyou-go utility 
computing model is preferable for many use cases.

C. Some Advantages and Disadvantages
Cloud computing provides several important benefits over today’s 
dominant model in which an enterprise purchases computers a rack 
at a time and operates them themselves. First, cloud computing’s 
usage-based pricing model offers several advantages, including 
reduced capital expense, a low barrier to entry, and the ability to 
scale up as demand requires, as well as to support brief surges 
in capacity. Second, cloud services enjoy the same economies 
of scale that data centers provide. By providing services at the 
scale of a data center, it’s possible to provide operations, business 
continuity, and security more efficiently than can be done when 
providing these services a rack at a time. For  this reason, the 
unit cost for cloud-based services is often lower than the cost 
if the services were provided directly by the organization itself. 
Finally, cloud-computing architectures have proven to be very 
scalable—for example, cloud-based storage services can easily 
manage a petabyte of data, whereas managing this much data with 
a traditional database is problematic. Of course, cloud computing 
has some disadvantages as well. First, because cloud services are 
often remote (at least for hosted cloud services), they can suffer 
the latency- and bandwidth-related issues associated with any 
remote application. Second, because hosted cloud services serve 
multiple customers, various issues related to multiple customers 
sharing the same piece of hardware can arise. For example, if one 
user’s application compromises the system, it can also compromise 
applications of other users that share the same system. Also, having 
data accessible to third parties (such as a cloud service provider) 
can present security, compliance, and regulatory issues.

 III. Conclusion
Cloud computing is a disruptive technology with profound 
implications not only for Internet services but also for the IT 
sector as a whole. Its emergence promises to streamline the on-
demand provisioning of software, hardware, and data as a service, 
achieving economies of scale in IT solutions’ deployment and 
operation. This issue’s articles tackle topics including architecture 
and management of cloud computing infrastructures, SaaS and IaaS 
applications, discovery of services and data in cloud computing 
infrastructures, and cross-platform interoperability.
Still, several outstanding issues exist, particularly related to 
SLAs, security and privacy, and power efficiency. Other open 
issues include ownership, data transfer bottlenecks, performance 
unpredictability, reliability, and software licensing issues. Finally, 
hosted applications’ business models must show a clear pathway 
to monetizing cloud computing. Several companies have already 
built Internet consumer services such as search, social networking, 
Web email, and online commerce that use cloud computing 
infrastructure. Above all, cloud computing’s still unknown 
“killer application” will determine many of the challenges and 
the solutions we must develop to make this technology work in 
practice. 
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