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Abstract
In this paper we have discussed the challenges and opportunities 
for efficient parallel data processing in cloud environments 
and presented Nephele, the first data processing framework to 
exploit the dynamic resource provisioning offered by today’s I 
as clouds. We have described Nephele’s basic architecture and 
presented a performance comparison to the well-established data 
processing framework Hadoop. The performance evaluation gives 
a first impression on how the ability to assign specific virtual 
machine types to specific tasks of a processing job, as well as the 
possibility to automatically allocate/deal locate virtual machines 
in the course of a job execution, can help to improve the overall 
resource utilization and, consequently, reduce the processing cost. 
With a framework like Nephele at hand, there are a variety of 
open research issues, which we plan to address for future work. 
In particular, we are interested in improving Nephele’s ability 
to adapt to resource overload or underutilization during the job 
execution automatically. Our current profiling approach builds a 
valuable basis for this, however, at the moment the system still 
requires a reasonable amount of user annotations. In general, we 
think our Work represents an important contribution to the growing 
field of Cloud computing.
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I. Introduction
Today a growing number of companies have to process huge 
amounts of data in a cost-efficient manner. Classical representatives 
for these companies are operators of Internet search engines, like 
Google, Yahoo or Microsoft. The vast amount of data they have 
to deal with every day has made traditional database solutions 
prohibitively expensive [5]. Instead, these companies have 
popularized an architectural paradigm that is based on a large 
number of shared-nothing commodity servers. Problems like 
processing crawled documents, analyzing log _les or regenerating 
a web index are split into several independent subtasks, distributed 
among the available nodes and computed in parallel. In order 
to simplify the development of distributed applications on top 
of such architectures, many of these companies have also built 
customized data processing frameworks in recent years. Examples 
are Google's Map Reduce engine [9], Microsoft's Dryad [13], or 
Yahoo!'s Map-Reduce- Merge [6]. They can be classier by terms 
like high through- put computing (HTC) or many-task computing 
(MTC), de- pending on the amount of data and the number of tasks 
involved in the computation [19]. Although these systems direr 
in design, the programming models they provide share similar 
objectives, namely hiding the hassle of parallel programming, 
fault tolerance and execution optimizations from the developer. 
Developers can typically continue to write sequential programs. 
The processing framework then takes care of distributing the 
program among the available nodes and executes each instance 
of the program on the appropriate fragment of data. For companies 
that only have to process large amounts of data on an irregular 
basis running their own data center is obviously not an option. 

Instead, cloud computing has emerged as a promising approach 
to rent a large IT infrastructure on a short-term pay-per-usage 
basis. Operators of compute clouds, like Amazon EC2 [1], let their 
customers allocate, access and control a set of virtual machines 
which run inside their data centers and only charge them for the 
period of time the machines are allocated. The virtual machines 
are typically ordered in deferent types, each type with its own 
characteristics (number of CPU-cores, amount of main memory, 
etc.) and cost. Since the virtual machine abstraction of compute 
clouds it’s the architectural paradigm assumed by the data 
processing frameworks described above, projects like Hadoop 
[23], a popular open source implementation of Google's Map 
Reduce framework, already began to promote using their frame- 
works in the cloud [25]. Only recently, Amazon has integrated 
Hadoop as one of its core infrastructure services [2]. However, 
instead of embracing its dynamic resource allocation, current data 
processing frameworks rather expect the cloud to imitate the static 
nature of the cluster environments they were originally designed 
for. E.g., at the moment the types and number of virtual machines 
allocated at the be- ginning of a compute job cannot be changed 
in the course of processing, although the tasks the job consists of 
might have completely different demands on the environment. 
As a result, rented resources may be inadequate for big parts 
of the processing job, which may lower the overall processing 
performance and increase the cost. In this paper we want to 
discuss the particular challenges and opportunities for efficient 
parallel data processing inside clouds and present Nephele, a new 
processing framework explicitly designed for cloud environments. 
Most notably, Nephele is the rest data processing framework to 
include the possibility of dynamically allocating/deal locating 
different compute resources from a cloud in its scheduling and 
during job execution.

II. Existing System 
In this section We discuss the Single data processing in the cloud 
Concrete operator graph queries are eventually evaluated by the 
ART (ADP Run Time) subsystem, which hastwo main software 
parts: Containers are responsible for supervising concrete operators 
and providing the necessary execution context for them (memory 
resources, security credentials, communication mechanisms, etc.). 
ResultSets are point-to-point links to transport polymorphic records 
between concrete operators and implement the query flows. While 
different manifestations of data are supported, e.g., native objects, 
byte-streams, or XML content, ResultSets are type agnostic. 
Containers are the units of resource allocation between ART and 
the processing nodes of the underlying distributed infrastructure. 
Based on the optimizer’s decisions, ART dynamically creates or 
destroys containers to reflect changes in the system load. Thus, 
a complex query may be distributed across multiple containers 
running on different computer systems, each container being 
responsible for one or more of the query’s concrete operators 
and ResultSets. Likewise, based on the optimizer’s decisions, 
ResultSets control the mode of record transportation, ranging from 
pipelining (totally synchronous producer/consumer operation) to 
store & forward (full buffering of entire flow before making it 
available to the consumer). Containers feature the same set of tools 
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to support ADFL query evaluation but are implemented differently 
depending on the characteristics of the underlying distributed 
infrastructure architecture, hiding all lower-level architectural 
details and the corresponding technology diversity. Containers 
on Ad-Hoc clusters or Clouds, for example, may simply be just 
processes, while on Grid, they may be Web Service containers. 
ResultSets may utilize WebService transport (SOAP) on Grids, or 
simply TCP sockets on Ad-Hoc Clusters or Clouds. The optimizer 
may try to minimize Cloud resource lease cost by shutting down 
some or not using several containers, while this is not an issue in 
other architectures. The runtime mechanisms provided for query 
execution have a major impact on application development in 
that they liberate implementers from dealing with execution 
platform or data communication details. Note that there is a 
particularly good match between Cloud architectures and certain 
characteristics of ADP: Custom operators within ADFL queries are 
an easy and attractive way to use ad hoc third-party services (e.g., 
AUTHORSEARCH or FACEFILTER), which is an important 
feature of Clouds. More importantly, dynamic acquisition and 
release of resources (containers and virtual machines) by ADP 
as a systemic response to load or QoS requireme nts fits very 
well with the canonical Cloud business model; the presence of 
Service Level Agreements (SLAs) that must be met requires such 
flexible resource allocation, which in turn, calls for sophisticated 
optimization of the kind ADP is designed to offer. We review the 
MapReduce abstraction, and discuss the benefits of incremental 
MapReduce computations. We then describe the distributed stream 
processing platform, Mortar [9], used to create and manage the 
physical MapReduce dataflows. Finally we address the challenges 
and implications of adapting the MapReduce abstraction to a data 
stream model. Here three nodes distributed across the wide area 
run a distributed crawler, such as the Ubi crawler [3] that ensures 
each peer walks disjoint pieces of the web. Each node runs a 
Mortar peer that can install, execute, and remove continuous 
mapand reduce operators. The Mortar peer feeds data from the 
crawler into an incremental MapReduce job, which in turn builds 
an inverted index that is written to persistent storage. The index 
maps keywords to the set of documents containing the keyword. 
Users query the system by writing a new continuous query, which 
Mortar executes as a contin  uous, in-network MapReduce job. 
This illustration
 shows a simple binary tree of reduce operators aggregating query 
results. A MapReduce job splits data processing tasks into two 
phases: map and reduce. The map function operates on individual 
key-value pairs, {k1, v1}, and outputs a new pair, {k2, v2}. The 
system creates a list of values, [v]2, for each key k2. The reduce 
function then creates a final value v3 from each key-value list pair. 
MapReduce implementations [5] transparently manage the parallel 
execution of themap phase, the grouping of all values with a given 
key (called the sort), and the parallel execution of the reduce phase. 
The system restarts failed tasks, gracefully dealing with machine 
failures. Incremental updates to views in MapReduce. Here the 
window range is two increments and ensuring reliable operation 
even when operating across thousands of cheap PC’s. However, 
current MapReduce im plementations process data in isolated 
snap-shots. In contrast, we define an incremental MapReduce 
job as one that processes data in large batches of tuples. Like 
stream processing systems, an incremental MapReduce task runs 
continuously and, to bound processing, specifies a win  dow range 
and slide or increment. The system produces a MapReduce result 
that includes all data within a window (of time or data size) every 
slide1. We also consider landmark MapReduce jobs where the 

trailing edge of the window is fixed (tuples never “expire”), and 
the system incorporates new data into the existing result.  illustrates 
an incremental MapReduce as a col- lection of three views, each 
corresponding to a phase in a single MapReduce job: map, sort, 
and reduce. From left to right, each phase transforms the preceding 
view into a new relation2. Time progresses from top to bottom, 
as the system processes arriving increments; the second index for 
each key or value signifies the increment of data that it rep- resents. 
Here the window range is equal to two incre ents, suggesting that 
each may be re-used in the next window. Note that materialized 
windows the sort and reduce phases. Basic materialized view 
maintenance in a RDBMS ensures that a cached realization of 
a common query remains valid as new tuples arrive. Efficient 
maintenance avoids re-evaluating the relational expression on 
all data when only a few base tuples change. Such incremental 
view maintenance depends on whether the relational function 
is distributive with respect to insert or delete operations [10]. A 
goal of this work is to provide transparent incremental update 
support for unstruc tured data kept in simplistic, opaque ke y-value 
relations.  In that respect, the MapReduce model makes it simple 
to reason about updates to the intermediate views relative to 
less structured systems, like Dryad [8]. A window of mapped 
data is a union of processed increments, and a window of sorted 
data may be created through a groupby operation. Because both 
operations are distributive aggregates with respect to insertion and 
deletion, the system can maintain these views in an incremental 
fashion independent of the user-defined map or reduce function. 
However, holistic reduce functions (as in this figure) require the 
system to recalculate the reduce output for each window from the 
materialized sort. Our current prototype delegates responsi- bility 
for efficiently updating those views to the user-defined reduce 
function.

III. Proposed Work
In this section we propose the parallel data processing in cloud 
method  Nephele's architecture follows a classical master-worker 
pattern as illustrated.

Fig. 1: Job Graph

Before submitting a Nephele compute job, a user must start a 
VM in the cloud which runs the so called Job Manager (JM). 
The Job Manager receives the client’s jobs, is responsible for 
scheduling them, and coordinates their execution. It is capable of 
communicating with the interface the cloud operator provides to 
control the instantiation of VMs. We call this interface the Cloud 
Controller. By means of the Cloud Controller the Job Manager 
can allocate or deallocate VMs according to the current job 
execution phase. We will comply with common Cloud computing 
terminology and refer to these VMs as instances for the remainder 
of this paper. The term instance type will be used to differentiate 
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between VMs with different hardware characteristics. E.g., the 
instance type “m1.small” could denote VMs with one CPU core, 
one GB of RAM, and a 128 GB disk while the instance type “c1.
xlarge” could refer to machines with 8 CPU cores, 18 GB RAM, 
and a 512 GB disk. The actual execution of tasks which a Nephele 
job consists of is carried out by a set of instances. Each instance 
runs a so-called Task Manager (TM). A Task Manager receives 
one or more tasks from the Job Manager at a time, executes them, 
and after that informs the Job Manager about their completion or 
possible errors. Unless a job is submitted to the Job Manager, we 
expect the set of instances (and hence the set of Task Managers) 
to be empty. Upon job reception the Job Manager then decides, 
depending on the job’s particular tasks, how many and what type 
of instances the job should be executed on, and when the respective 
instances must be allocated/deallocated to ensure a continuous but 
cost-efficient processing. Our current strategies for these decisions 
are highlighted at the end of this section.The newly allocated 
instances boot up with a previously compiled VM image. The 
image is configured to automatically start a Task Manager and 
register it with the Job Manager. Once all the necessary Task 
Managers have successfully contacted the Job Manager, it triggers 
the execution of the scheduled job. Initially, the VM images used 
to boot up the Task Managers are blank and do not contain any of 
the data the Nephele job is supposed to operate on. As a result, we 
expect the cloud to offer persistent storage (like e.g. Amazon S3 
[3]). This persistent storage is supposed to store the job’s input data 
and eventually receive its output data. It must be accessible for both 
the Job Manager as well as for the set of Task Managers, even if 
they are connected by a private or virtual network. After having 
received a valid Job Graph from the user,Nephele's Job Manager 
transforms it into a so-called Execution Graph. An Execution 
Graph is Nephele's primary data structure for scheduling and 
monitoring the execution of a Nephele job. Unlike the abstract Job 
Graph, the Execu- tion Graph contains all the concrete information 
required to schedule and execute the received job on the cloud. 
Depend ing on the level of annotations the user has provided with 
his Job Graph, Nephele may have di_erent degrees of freedom 
in constructing the Execution Graph. Fig 2, shows one possible 
Execution Graph constructed from the previously depicted Job 
Graph . In contrast to the Job Graph, an Execution Graph is no 
longer a pure DAG. Instead, its structure resembles a graph with 
two di_erent levels of details, an abstract and a concrete level. 
While the abstract graph describes the job execution on a task level 
(without parallelization) and the scheduling of instance allocation/
deallocation, the concrete, more _ne- grained graph de_nes the 
mapping of subtasks to instances and the communication channels 
between them.On the abstract level, the Execution Graph equals 
the user's Job Graph. For every vertex of the original Job  Graph 
there exists a so-called Group Vertex in the Execution Graph. As 
a result, Group Vertices also represent distinct tasks of the overall 
job, however, they cannot be  seen as executable units. They are 
used as a management abstraction to control the set of subtasks 
the respective task program is split into.

Fig. 2: Execution Graph

Fig. 3:

IV. Results
To calculate the performance of the single and parallel data 
processing in the cloud on the basis on time complexity and space 
complexity.

Fig. 4: Line Chart on Basis on Time Complexity
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Fig. 4: Bar Chart on Basis on Time Complexity

Fig. 5: Line Chart on Basis on Space Complexity

Fig. 6: Bar Chart on Basis on Space Complexity

V. Conclusions 
In recent years Ad-Hoc parallel data processing has emerged to 
be one of the killer applications for Infrastructure-as-a- Service 
(IaaS) clouds. Major Cloud computing companies have started 
to integrate frameworks for parallel data processing in their 
product portfolio, making it easy for customers to access these 
services and to deploy their programs. However, the processing 
frameworks which are currently used have been designed for static, 
homogeneous cluster setups and disregard the particular nature of 
a cloud. Consequently, the allocated compute resources may be 
inadequate for big parts of the submitted job and unnecessarily 
increase processing time and cost. In this paper we discuss the 
opportunities and challenges for efficient parallel data processing 

in clouds and present our research project Nephele. Nephele is the 
first data processing framework to explicitly exploit the dynamic 
resource allocation offered by today’s IaaS clouds for both, task 
scheduling and execution. Particular tasks of a processing job 
can be assigned to different types of virtual machines which are 
automatically instantiated and terminated during the job execution. 
Based on this new framework, we perform extended evaluations 
of MapReduce-inspired processing jobs on an IaaS cloud system 
and compare the results to the popular data processing framework 
Hadoop.

References
[1] Amazon Web Services LLC(2009)," Amazon Elastic 

Compute Cloud (Amazon EC2)", [Online] Available: http://
aws.amazon.com/ec2/, 2009.

[2] Amazon Web Services LLC(200),"Amazon Elastic Map-
Reduce", [Online] Available: http: //aws.amazon.com/
elasticmapreduce/, 2009.

[3] AmazonWeb Services LLC (2009),"Amazon Simple Storage 
Service", [Online] Available: http://aws.amazon.com/s3/

[4] D. Battre, S. Ewen, F. Hueske, O. Kao, V. Markl, D. Warneke, 
"Nephele/PACTs: A Programming Model and Execution 
Framework for Web-Scale Analytical Processing", In 
SoCC ’10: Proceedings of the ACM Symposium on Cloud 
Computing 2010, pp. 119–130, New York, NY, USA, 2010. 
ACM.

[5] R. Chaiken, B. Jenkins, P.-A. Larson, B. Ramsey, D. Shakib, 
S. Weaver, J. Zhou,"SCOPE: Easy and Efficient Parallel 
Processing of Massive Data Sets", Proc. VLDB Endow., 
1(2), pp. 1265–1276, 2008.

[6] H. chih Yang, A. Dasdan, R.-L. Hsiao, D. S. Parker,"Map-
Reduce-Merge: Simplified Relational Data Processing on 
Large Clusters", In SIGMOD’ 07: Proceedings of the 2007 
ACM SIGMOD international conference on Management of 
data, pp. 1029–1040, New York, NY, USA, 2007. ACM.

[7] M. Coates, R. Castro, R. Nowak, M. Gadhiok, R. King, 
Y. Tsang,"Maximum Likelihood Network Topology 
Identification from Edge-Based Unicast Measurements", 
SIGMETRICS Perform. Eval. Rev., 30(1), pp. 11–20, 
2002.

[8] R. Davoli,"VDE: Virtual Distributed Ethernet", Testbeds and 
Research Infrastructures for the Development of Networks 
& Communities, pp. 213–220, 2005.

[9] J. Dean, S. Ghemawat,"MapReduce: Simplified Data 
Processing on Large Clusters", In OSDI’04: Proceedings 
of the 6th conference on Symposium on Opearting Systems 
Design & Implementation, pp. 10–10, Berkeley, CA, USA, 
2004. USENIX Association.

[10] E. Deelman, G. Singh, M.-H. Su, J. Blythe, Y. Gil, C. 
Kesselman, G. Mehta, K. Vahi, G. B. Berriman, J. Good, A. 
Laity, J. C. Jacob, D. S. Katz,"Pegasus: A Framework for 
Mapping Complex Scientific Workflows onto Distributed 
Systems", Sci. Program., 13(3), pp. 219–237, 2005.

[11] T. Dornemann, E. Juhnke, B. Freisleben,"On-Demand 
Resource Provisioning for BPEL Workflows Using Amazon’s 
Elastic Compute Cloud", In CCGRID ’09: Proceedings of the 
2009 9th IEEE/ACM International Symposium on Cluster 
Computing and the Grid, pp. 140–147, Washington, DC, 
USA, 2009. IEEE Computer Society.

[12] I. Foster, C. Kesselman,"Globus: A Metacomputing 
Infrastructure Toolkit", Intl. Journal of Supercomputer 
Applications, 11(2), pp. 115–128, 1997.



IJCST Vol. 3, ISSue 1, Spl. 5, Jan. - MarCh 2012 ISSN : 0976-8491 (Online)  |  ISSN : 2229-4333 (Print)

w w w . i j c s t . c o m840    InternatIonal Journal of Computer SCIenCe and teChnology 

[13] J. Frey, T. Tannenbaum, M. Livny, I. Foster, S. Tuecke 
"Condor-G: A Computation Management Agent for Multi-
Institutional Grids", Cluster Computing, 5(3), pp. 237–246, 
2002.

[14] M. Isard, M. Budiu, Y. Yu, A. Birrell, D. Fetterly. Dryad, 
"Distributed Data-Parallel Programs from Sequential 
Building Blocks", In EuroSys’ 07: Proceedings of the 2nd 
ACM SIGOPS/EuroSys European Conference on Computer 
Systems 2007, pp. 59–72, New York, NY, USA, 2007. 
ACM.

[15] A. Kivity,"kvm: The Linux Virtual Machine Monitor", In 
OLS ’07: The 2007 Ottawa Linux Symposium, pp. 225–230, 
July 2007.

[16] D. Nurmi, R. Wolski, C. Grzegorczyk, G. Obertelli, S. Soman, 
L. Youseff, D. Zagorodnov,"Eucalyptus: A Technical Report 
on an Elastic Utility Computing Architecture Linking Your 
Programs to Useful Systems", Technical report, University 
of California, Santa Barbara, 2008.

[17] C. Olston, B. Reed, U. Srivastava, R. Kumar, A. Tomkins. 
Pig Latin,"A Not-So-Foreign Language for Data Processing", 
In SIGMOD ’08: Proceedings of the 2008 ACM SIGMOD 
international conference on Management of data, pp.  1099–
1110, New York, NY, USA, 2008. ACM.

[18] O. O’Malley, A. C. Murthy,"Winning a 60 Second Dash with 
a Yellow Elephant", Technical report, Yahoo!, 2009.

[19] R. Pike, S. Dorward, R. Griesemer, S. Quinlan,"Interpreting 
the Data: Parallel Analysis with Sawzall", Sci. Program., 
13(4), pp. 277–298, 2005.

[20] I. Raicu, I. Foster, Y. Zhao,"Many-Task Computing for on", 
pp. 199–206, July 2007.

K.KiranKumar received his MSC in 
Physics from NRK&KSR GUPTA 
DEGREE COLLEGE in 2007 and also 
received M.Tech in Computer Science 
and Engineering from KLC University 
in 2010.He is also pursuing LLB from 
SVDS Law College.He is working as an 
Assistant Professor in NOVA College of 
Engineering Technology. He is a good 
researcher who has worked mostly on  
networking.

N.Sunita has completed B.Tech from 
Velagapudi Ramakrishna Siddhartha 
Engineering College in 2008 and 
pursuing M.Tech in NOVA College of 
Engineering Technology for Women. 
Her research work includes concepts of 
Single and Parallel Data processing in 
the Cloud.

J.SrinivasaRao received his M.Tech 
in Computer Science and Engineering 
from KLC University in 2008. He is a 
very good administrator& researcher 
who has presented nearly 10 various 
International Journals and also 
attended for National and International 
Conferences. He worked in Prestigious 
K L University in the Dept. of Computer 
Science and Engineering. He is a good 
researcher who has worked mostly on 
neural networks, network security.


