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Abstract
Sorting is known to be one of the fundamental computing problems 
which continue to attract a great deal of research. It is evident 
that instruction count requirements of the key sorting algorithms 
are well understood. However, the cost of executing a sorting 
algorithm is influenced by factors apart from instruction count 
such as cache miss and page faults as well. There exist studies of 
sorting algorithms from memory hierarchy perspective, but these 
studies are stale and losing relevance in the context of modern 
computer architecture. We have experimented with Quicksort, 
Merge sort, and Heapsort to assess their respective performances in 
memory hierarchy of modern computing environments. Inferences 
derived from the outcome of the experiments have been presented 
in this paper. Empirical evidence confirms that Quicksort is still an 
excellent algorithm from memory hierarchy point of view. Also, it 
has been inferred that Merge sort is poor on large records because 
its page fault count is too high. Heapsort was found competitive  
enough to be considered as an algorithm of choice on large records 
in the view of its lower page fault count.
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I. Introduction
Sorting is known to be one of the fundamental computing problems 
which continue to attract a great deal of research [1-6]. Though 
instruction count requirements of the key sorting algorithms are 
well understood, however, in virtual memory systems, the cost 
of running an algorithm depends on other performance factors 
as well. Literature suggests that sorting algorithms execute slow 
if these sorting algorithms cost too many cache miss or page 
faults. The total running time is comprised of the time needed 
to handle paging traffic, cache miss penalty and actual processor 
time. It is noticed that when the number of records to be sorted, 
N, is small, paging traffic is low, and the execution time of the 
sorting algorithm is essentially governed by processor time. Also, 
if number of records is small, only a couple of pages will be used 
and hence choice of sorting algorithm will not have any impact on 
page fault count. As N grows larger, the paging traffic increases, 
and when a very large number of records are sorted, the paging 
time can be far more important than the processor time. Also, if N 
is large, the memory requirements of different sorting algorithms 
may vary considerably. Thus, the efficiency of a sorting algorithm 
depends both on the inherent time complexity of the algorithm and 
on characteristics in a virtual memory system. It is usually called 
the “locality property” of the algorithm [7-10]. It has been found 
that cache miss and page faults may have adverse effect on the 
performance of sorting algorithms and also that Quicksort provides 
excellent performance in memory hierarchy [11]. There exist 
studies of sorting algorithms from memory hierarchy perspective. 
Also, the literature entails that these studies of sorting algorithms 
to be stale and scarcely relevant in modern context as the evolution 
of computers has shown a radical change in architecture and 
technology. Thus, there is a strong need to assess the performance 
of sorting algorithms from memory hierarchy perspective.

To assess the performance of sorting algorithms from the perspective 
of memory hierarchy, some important performance measures such 
as cache miss and page faults have been identified and reviewed 
in Section II. Section III, covers the brief introduction of sorting 
algorithms of our interest. We have emphasized particularly on 
integers and on large records in our experiments to collect data. 
A specific performance analyzer AQtime is used to compute 
the performance measures. A comparative study based on the 
performance measures along with the data analysis are discussed 
in this section only.  Finally, we conclude in Section IV.  

II. Terminology
We briefly review some existing keywords important for our 
problem in this section.

A. Cache Miss (CM)
Cache is the name given to the first level of the memory hierarchy 
encountered once the address leaves the CPU. When the CPU 
finds a requested data item in the cache, it is called a cache hit. 
When the CPU does not find a data item it needs in the cache, a 
cache miss occurs.

B. Page Fault (PF)
When the CPU references an item within a page that is not present 
in the cache or main memory, a page fault occurs, and the entire 
page is moved from the disk to main memory. Page faults are of 
two types: Soft Page Fault (SPF) and Hard Page Fault (HPF).
Hard page faults occur when the page is not located in physical 
memory or a memory-mapped file created by the process. On 
the other hand, a soft page fault occurs when the page is resident 
elsewhere in memory. For example, the page may be in the working 
set of another process.

III. Proposed Work
We have attempted to discuss some key sorting algorithms 
and respective performance along with the comparison in this 
section.

A. Existing Sorting Algorithms
Quicksort is a classic instance of divide and conquer algorithm 
design paradigm. It is an immensely successful sorting algorithm 
that works extremely fast and effective in the context of memory 
hierarchy on average. It spends O(n2) time in the worst case and 
O(n log n) time on average. Moreover, its instruction count is 
extremely low on average and that makes it an extremely effective. 
Its best case time complexity is O(n log n) i.e. algorithm is not 
adaptive. It has been observed that worst case rarely occurs hence 
it is considered as an efficient algorithm. It is not completely in 
place either, because it costs stack space of complexity O(log n). It 
is not stable because it does not maintain original order of records 
on equal keys [12]. Mergesort is a typical instance of divide and 
conquer design to achieve asymptotically optimal performance in 
terms of time. However, its standard variations occupy extra space 
in the form of an array and stack, thus it can not be considered 
an in place algorithm. Of course, there exist in place variations 
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of Mergesort, but those algorithms lack efficiency in practice. Its 
time complexity is O(n log n) in both worst as well as average 
case. Similarly, the best case time complexity of Mergesort is 
O(n log n), and it is not an adaptive algorithm. Also, it is a stable 
algorithm which means it maintains the original order of records 
on equal keys [1, 11]. Heapsort is an in place and asymptotically 
optimal sorting algorithm with worst case time complexity O(n 
log n). It offers same time complexity in average and best case, 
i.e. O(n log n)  and this fact classifies it in a set of algorithms 
that are not adaptive. Mathematicians suggest that it will never 
submit to complete mathematical analysis. It needs only constant 
amount of extra space in the form of few variables to execute 
successfully, therefore it is a genuinely in place sorting algorithm. 
Standard Heapsort is not stable i.e. it does not maintain order of 
records with equal keys. It is not fast enough for its instruction 

count is too high. Of course literature contains stable versions of 
Heapsort, but those variations are not efficient to be considered 
for practical use [1, 11].

B. A Comparative Study 
We have performed our experiments on Quicksort, Merge sort, and 
Heapsort sorting algorithms to assess the respective performances. 
In order to obtain the data, two experiments have been carried out 
on random integers and on large records (of size 1kb at least); using 
state of the art performance analyzer AQtime. Our comparative 
study is based on the performance measures as cache miss count, 
soft memory page faults and hard memory page faults. In both 
experiments, key field is assumed to of an integer type provided 
by the concepts of C++ language. The execution of algorithms of 
our interest on the number of integers N ranging from 10,000 to 

Table 1: Performance Statistics of Sorting Algorithms on Integers

N
Quick Sort Merge Sort Heap Sort
CM PF SPF HPF CM PF SPF HPF CM PF SPF HPF

10000 232 0 0 0 1821 114 114 0 1815 0 0 0
20000 1078 0 0 0 2744 247 247 0 9463 0 0 0
30000 3971 0 0 0 4695 414 414 0 11267 0 0 0
40000 4370 0 0 0 5385 533 533 0 18702 0 0 0
50000 12986 0 0 0 7327 763 763 0 36686 0 0 0
60000 6349 0 0 0 8593 888 888 0 42342 0 0 0
70000 7861 0 0 0 9510 1017 1017 0 54532 0 0 0
80000 9873 0 0 0 9029 1143 1143 0 73027 0 0 0
90000 8667 0 0 0 17000 1478 1478 0 78798 0 0 0
100000 14296 0 0 0 15120 1622 1622 0 132023 0 0 0

Table 2: Performance Statistics of Sorting Algorithms on Large Records

N Quick 
Sort

Merge 
Sort

Heap 
Sort

CM PF SPF HPF CM PF SPF HPF CM PF SPF HPF
100 40 2 1 1 1048 198 198 0 60 2 1 1
200 63 2 1 1 4866 445 445 0 93 2 1 1
300 120 2 1 1 5047 706 706 0 196 2 1 1
400 351 2 1 1 9661 984 984 0 581 2 1 1
500 336 2 1 1 10461 1261 1261 0 845 2 1 1
600 323 2 1 1 13808 1558 1558 0 1772 2 1 1
700 804 2 1 1 19378 1864 1864 0 1802 2 1 1
800 641 2 1 1 24235 2165 2165 0 2859 2 1 1
900 1791 2 1 1 21780 2465 2465 0 3192 2 1 1
1000 1728 2 1 1 21507 2767 2767 0 3899 2 1 1
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1,00,000 covers the performance statistics related to the aforesaid 
measures as shown in Table  1 and Table 2, depicts the performance 
statistics of sorting algorithms on large records of size ranging 
from 100 to 1000.

Fig. 1: Comparative Trend of CPU Cache Misses on integers

Fig. 2: Comparative Trend of CPU Cache Misses On Large 
Records

Fig. 3: Comparative trend of page faults on large records

C. Data Analysis
In this proposed work, we have identified some important 
observations and we discuss them with suitable reasoning as 
follows:

Quicksort delivers excellent performance on both integers as well 
as on large records as its page fault and cache miss count are far 
lower than those of the counts of Mergesort and Heapsort; and has 
been shown in fig. 1 and fig. 2. Also, it is evident from these figs. 
that Quicksort possesses a high degree of spatial and temporal 
locality. Same can be confirmed if we closely observe the overall 
design of Quicksort. Also, It is important to note that for Quicksort 
instruction count is extremely low on average which results in a 
lower instruction cache miss. 
Mergesort is a competitive algorithm on integers, and our 
experiments along with statistics show that it is marginally better 
than Heapsort on integers. However, it demands an extra space in 
the form of an array and stack, which is not desirable. On large 
records, this memory demand induces too many page faults and 
Cache miss, which renders Mergesort prohibitively expensive. 
Mergesort is stable and hence is usually considered as an option 
where application demands stable sorting. However, empirical 
evidence suggests that on large records we need some other 
algorithm, because it pays too much penalty in terms of time.
On large records, Heapsort may be used for applications that 
demand worst case guarantee. Its performance closely resembles to 
that of Quicksort on virtual memory. On the other hand, its cache 
miss count is higher than the Quicksort cache miss count in case 
of integers as well as large records. On large records, Heapsort 
was found to be better than Mergesort. However, Empirical data 
suggests that Mergesort has edge over Heapsort on integers.. Since 
Heapsort is an in place algorithm, its overall memory requirement 
is lower than the memory requirement of other two algorithms. 
However, instruction count of Heapsort is higher on average, 
which may cause increase in cache miss up to some extent.    

IV. Conclusion
On average, Quicksort delivers excellent performance from 
memory hierarchy point of view, but is not stable, and does not 
put in decent performance in worst case. On integers, Mergesort 
is competitive, whereas on large records its page fault count is 
extremely high. Although Mergesort is stable, it needs extra space 
in the form of an array which is undesirable. Heapsort delivers 
decent performance on large records, but is not competitive enough 
on integers.  The search of an algorithm that delivers excellent 
performance in memory hierarchy and remains stable is still an 
open design challenge.
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